
Human Factors in Multi-Factor Authentication 

​  

HUMAN FACTORS IN MULTI-FACTOR AUTHENTICATION 

 

Sydney Chantamala  

 

Josh Lander 

 

Duraid Amjed Salim Alsabahi  

 

Lachlan Howe  

 

Rory Spiteri 

 

Jakub Roj 

 

Sabbir Ahmed 

 

 

Supervised by Dr Ala Al-Areqi  

 

Western Sydney University  

 

INFO3016 Cybersecurity and Behaviour Community Placement 

 

 

1 



Human Factors in Multi-Factor Authentication 

Table of Contents 
Chapter 1 - Introduction..............................................................................................................5 

1.1 Background..................................................................................................................5 
1.2 Problem........................................................................................................................6 
1.3 Objectives.................................................................................................................... 6 
1.4 Scope...........................................................................................................................7 
1.5 Expected Outcome...................................................................................................... 8 

Chapter 2 - Literature Review...................................................................................................10 
2.1 Introduction................................................................................................................ 10 
2.2 Multi-Factor Authentication: Concepts and Current Approaches...............................10 
2.3 Human Factors in Multi-Factor Authentication........................................................... 11 
2.4 MFA Usability and Security Trade-offs.......................................................................12 
2.5 MFA Fatigue and Authentication Friction...................................................................13 
2.6 Adaptive and Risk-Based Authentication...................................................................14 
2.7 Keycloak as an Identity and Access Management Platform......................................15 
2.8 Keycloak for Adaptive MFA........................................................................................16 
2.9 Simulation and Synthetic User Behaviour for MFA Evaluation.................................. 17 
2.10 Critical Synthesis of Related Studies.......................................................................17 
2.11 Research Gap.......................................................................................................... 17 
2.12 Chapter Summary....................................................................................................18 

Chapter 3 - Methodology / Simulation Setup.......................................................................... 20 
3.1 Introduction................................................................................................................ 20 
3.2 Research Design and Approach................................................................................20 
3.3 System Architecture and Experimental Environment.................................................21 
3.4 Baseline MFA Configuration...................................................................................... 23 
3.5 Human Factors and Synthetic User Profiles..............................................................23 
3.6 Authentication Risk Indicators....................................................................................25 
3.7 Risk-Adaptive MFA Decision Model...........................................................................26 
3.8 Keycloak Implementation...........................................................................................26 
3.9 Synthetic Behaviour / Agent Implementation.............................................................29 
3.10 Test Scenarios......................................................................................................... 30 
3.11 Data Collection and Monitoring................................................................................ 36 
3.12 Evaluation Metrics....................................................................................................37 
3.13 Experimental Procedure.......................................................................................... 39 
3.14 Data Analysis...........................................................................................................40 
3.15 Ethical, Privacy and Security Considerations.......................................................... 40 
3.16 Methodological Limitations.......................................................................................41 
3.17 Chapter Summary....................................................................................................41 

Chapter 4 – System Implementation, Experimental Results and Evaluation.......................42 

2 



Human Factors in Multi-Factor Authentication 

4.1 Introduction................................................................................................................ 42 
4.2 Implementation of the Experimental Environment..................................................... 42 
4.2.1 Keycloak Deployment and Configuration................................................................42 
4.3 Implementation of Synthetic User Profiles.................................................................48 
4.4 Implementation of Risk-Adaptive MFA Policies......................................................... 52 
4.5 Experimental Setup and Execution............................................................................56 
4.6 Usability and Login Friction Results...........................................................................58 
4.7 Security Evaluation Results (Duraid)  all subsections included................................. 60 
4.8 Security Usability Trade-Off Analysis.........................................................................64 
4.9 System Limitations and Observed Issues..................................................................69 
4.10 Summary of Key Findings........................................................................................70 

Chapter 5 – Discussion, Conclusion and Future Work..........................................................72 
5.1 Introduction................................................................................................................ 72 
5.2 Discussion of Findings Against Project Objectives....................................................72 
5.3 Discussion of the Security–Usability Trade-Off..........................................................74 
5.4 Discussion of Human Factors....................................................................................77 
5.5 Comparison with Existing Literature and Authentication Guidance........................... 79 
5.6 Research and Technical Contributions...................................................................... 82 
5.7 Research Limitations................................................................................................. 86 
5.8 Recommendations for Future Work........................................................................... 88 
5.9 Overall Conclusion.....................................................................................................95 

Project Management Timeline.................................................................................................. 97 
Group Reflection........................................................................................................................98 
References............................................................................................................................... 101 
Chapter 2 – Literature Table................................................................................................... 107 

 

 

 

 

 

3 



Human Factors in Multi-Factor Authentication 

Chapter 1 - Introduction 

1.1 Background 

Cybersecurity accounts for an increasing share of organisations’ efforts to protect their assets 

and users from financial loss and data breaches. Credential-based attacks, such as brute-force 

attempts and the reuse of breached passwords, remain a major threat. Data breaches cost 

global organisations an average of US$4.88 million, and authentication failures cost businesses 

an additional $3 million annually (IBM, 2024). 

 

In response, many organisations and industries have adopted Multi-Factor Authentication 

(MFA), especially because it blocks unauthorised users, including those with reused or 

breached credentials, by requiring an additional authentication factor. MFA has been shown to 

reduce the risk of account compromise by 99.22% (Meyer et al., 2023), and over 99.9% of 

compromised accounts had not implemented MFA (Microsoft, 2024). Organisations using MFA 

also experience approximately 45% lower breach costs than those that have not adopted it 

(Schomburgk, 2025). Government guidance, such as the Australian Signals Directorate’s 

guidelines (2023), recommends MFA across organisations and users.​  

 

MFA requires “at least two elements” from three categories: something the individual knows, 

something the individual has, or something the individual is (OWASP, 2025). However, its 

protection depends on users completing it correctly and consistently, and many deployments 

place a significant burden on them. In a survey of smartphone users, Sakshi et al. (2026) found 

that 75% had abandoned MFA setup because of complicated interfaces, 59% avoided the 

application entirely due to confusion, and 54% were frustrated by having to use separate 

devices. Repeated prompts can also train users to approve requests without checking them, 

which attackers exploit through MFA fatigue attacks (Jubur et al., 2025). These human factors 

leave users and organisations exposed to account compromise, service disruption and identity 

theft, even where MFA is in place. 

 

Adaptive, risk-based authentication has emerged as one response. It adjusts the authentication 

challenge to the risk of each login, adding steps for unfamiliar devices or locations and reducing 

prompts for routine, low-risk access (Robertson & Kosinski, 2026). Keycloak, an open-source 
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Identity and Access Management (IAM) platform (Keycloak, n.d.), does not natively support 

risk-based MFA (Son et al., 2025). It can be extended through open-source projects, such as an 

adaptive authentication extension with AI integrations (Bartoš, 2026), and through commercial 

extensions, such as event-based one-time passcodes (Keymate Team, 2026). This makes 

Keycloak a practical platform for examining how adaptive MFA affects both users and security.  

 

1.2 Problem 

Complex MFA designs increase the likelihood of human error, reducing user engagement and 

prompting users to avoid or bypass MFA, leaving accounts exposed to credential attacks, 

financial loss, and data theft. The problem affects students, employees and customers alike, 

and a resulting compromise can disrupt business continuity and cause reputational, legal and 

financial harm. Most MFA deployments apply the same fixed challenge to every login regardless 

of risk. Users therefore face repeated prompts, delays, and device switching, even for routine 

access, which encourages fatigue, careless approvals, and abandonment. This burden can be 

reduced through adaptive, risk-based authentication. Having said this, existing approaches, 

including those built for Keycloak, have historically been primarily evaluated based on technical 

accuracy and security outcomes, and they treat human behaviour and system risk as a single 

problem. As a result, little is known about how adaptive MFA affects usability, accessibility and 

fatigue alongside security. This project addresses that gap by simulating user interactions with a 

risk-adaptive Keycloak MFA model to identify configurations that reduce authentication friction 

without weakening protection.  

 

1.3 Objectives 

1. Identify cognitive, behavioural, and usability factors affecting MFA through a review of 

relevant literature and use these factors to define simulated user behaviours and risk indicators. 

2. Design a risk-adaptive MFA decision model that adjusts authentication requirements 

according to defined behavioural and contextual risk indicators. 

3. Implement the proposed adaptive MFA model in Keycloak and develop synthetic user 

scenarios representing different authentication behaviours and risk conditions. 
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4. Deploy and test the prototype within a controlled Cyber Range environment and collect 

relevant authentication and security telemetry using appropriate monitoring tools. 

5. Evaluate the adaptive MFA model against a baseline MFA configuration using defined 

security and authentication-burden metrics, and develop recommendations based on the 

findings. 

 

1.4 Scope 

In Scope 

This project examines how a risk-adaptive Multi-Factor Authentication (MFA) model 

implemented in Keycloak affects the balance between usability, accessibility and security, using 

simulated users in a controlled environment. It begins with a review of at least 20 relevant 

publications on MFA approaches, human factors in authentication, the usability–security 

trade-off, MFA fatigue and adaptive authentication, which establishes the research gap and 

informs the experimental design. The project will then design a decision model that calculates a 

risk score for each login attempt based on three indicators: failed attempts, use of a new device, 

and a change in the login country. Each attempt is placed in a low-, medium- or high-risk band. 

The model will be implemented using Keycloak’s conditional authentication flows and a 

Flask-based risk engine. Each band maps to a policy of increasing strength: password only for 

low risk; password and time-based one-time password (TOTP) for medium risk; and password, 

TOTP and email verification for high risk.  

The prototype will be deployed in an isolated virtual environment monitored by Wazuh, Zeek, 

and Suricata, and tested with 12 synthetic personas representing varying levels of technical 

confidence, friction tolerances, enrolled credentials, and accessibility needs. The policies will be 

compared using simulated indicators of friction (time to authenticate, number of authentication 

steps, failed attempts and retries, and simulated abandonment) and by whether each policy is 

enforced as intended against defined threat scenarios. Authentication fatigue is represented 

indirectly through prompt frequency, retries and predefined tolerance thresholds, rather than 

measured as a user experience. The findings will inform recommendations for configuring 

adaptive MFA in Keycloak. 
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Out of Scope 

The project is limited to a simulated, laboratory-based evaluation and does not involve human 

participants. No surveys, interviews, usability studies, or other user research will be conducted, 

and no real-world personal data will be collected, stored, or processed, as all personas, 

credentials, and login contexts are synthetic. Accordingly, the project does not measure actual 

user engagement, satisfaction or fatigue, and its findings describe the behaviour of the 

configured policies under simulated conditions rather than how real users would respond.  

The prototype will not be deployed to production systems or tested against live services, and all 

attack scenarios will be confined to the isolated environment. The project does not develop a 

new MFA method or authentication factor; instead, it configures and evaluates existing methods 

and Keycloak capabilities. Threats such as phishing, session hijacking, account recovery 

attacks, and comparisons with other identity platforms also fall outside the scope of this project.  

 

1.5 Expected Outcome 

The primary expected outcome of this project is a working prototype of a risk-adaptive 

Multi-Factor Authentication (MFA) model implemented in Keycloak. The prototype will use a risk 

engine to classify each login attempt as low, medium or high risk, based on defined contextual 

indicators, and will apply a corresponding authentication policy of increasing strength through 

Keycloak’s conditional authentication flows. To support its evaluation, the project will also 

produce a set of synthetic user personas and authentication scenarios that represent different 

behavioural characteristics and risk conditions, such as failed login attempts, unfamiliar devices, 

and changes in login location. These will be executed in an isolated virtual environment, 

allowing each policy to be tested under consistent and repeatable conditions. 

 

The project is also expected to produce a comparative evaluation of the adaptive policies 

against a baseline MFA configuration, supported by measurable results. Usability will be 

assessed through simulated indicators of authentication friction, including completion time, 

number of authentication steps, failed attempts and retries, and simulated abandonment based 

on predefined persona thresholds. Security will be assessed by whether each policy is enforced 

as intended and how the system responds to the defined threat scenarios. Because the 

evaluation uses simulated rather than real users, these results will describe how the configured 
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policies behave under controlled conditions; they will not directly measure user engagement, 

satisfaction or fatigue. Drawing on this evidence, the project will identify the trade-offs between 

usability and security across the policies and develop evidence-based recommendations for 

configuring adaptive MFA in Keycloak, along with directions for future research, including testing 

with human participants.  
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Chapter 2 - Literature Review  

2.1 Introduction 

Chapter 2 will be critical for reviewing MFA by exploring human factors and discussing the 

usability/security trade-off that can make MFA more or less effective. This chapter will also 

identify research gaps, present a simulation-based approach, and explore Keycloak. The 

purpose of this chapter is to develop an understanding of its usability and security, balancing the 

two to create an adaptive authentication guide that is highly engaging for its users.  

 

2.2 Multi-Factor Authentication: Concepts and Current 

Approaches 

Multi-Factor Authentication (MFA) is a security process that requires users to have a secondary 

identification before accessing a system, based on something you know, which is heavily based 

on knowledge; something you are, which is a unique trait, such as a fingerprint or facial scan; 

and something you have, which is a physical item in your possession, such as physical keys. 

MFA works by authenticating, which verifies identity using common methods such as four-digit 

codes, passwords, passkeys, and One-Time Passwords (OTPs) (Kosinski, 2024). The purpose 

of MFA is to provide authorised users with a frictionless experience when logging in to the 

system while making it difficult for attackers to impersonate users and gain unauthorised 

access. Current MFA approaches fall into two categories: biometric authentication, which uses a 

person’s physical or behavioural traits instead of a password, and non-biometric authentication, 

consisting of passkeys or One-Time Passwords. (Mohammed et al., 2023). Hossain and Raza 

(2025) measured attack success rates for biometric and non-biometric authentication and found 

that OTP (non-biometric) had the highest success rate at 15%. This is likely due to phishing and 

social engineering, which are the most common types of attacks humans fall for. However, 

biometric authentication had only a success rate of 5%. Because it relies on fingerprints or facial 

recognition, it is difficult for attackers to duplicate and requires less user interaction, since no 

extra hardware is needed. However, Tran-Truong et al. (2025) found that 70% of the analysed 

academic papers prefer biometrics but argue that biometric authentication still faces human 

error due to disrupted or incomplete scans and presents permanent security risks if 
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compromised. 33% of analysed systems and users rely on One-time Password MFA due to their 

familiarity and lower system complexity.  

 

2.3 Human Factors in Multi-Factor Authentication  

Human psychology is a significant, enduring factor that directly influences how effectively 

multifactor authentication works, not just technical configurations alone. As MFA continues to 

advance against new attack methodologies. Human factors such as resistance to change, 

disbelief in the scale of cyber threats, and concerns about individual privacy lead employees to 

ignore MFA. (Lahti et al., 2025). Users in MFA can, cognitively, suffer from time pressure, 

cognitive overload, and fatigue. These issues can be mitigated by implementing unique 

biometric behaviours, such as keystroke dynamics, mouse movements, and touchscreen 

interactions (Shuford, 2024). Biometric MFA methods. These dynamic methods are expected to 

enable continuous implicit authentication, requiring no explicit user interaction, while offering the 

possibility of using fewer fixed credentials and a higher ability to detect threats in real time 

(Ayeswarya S & K, 2025). Running MFA methods in the background removes the load on users 

when accessing the required interfaces. Human factors experiences such as delays, repeated 

prompts, and failed attempts create usability friction for users. 

 

Behavioural frictions caused by poor mental models and interpretations of the importance of 

security that MFA provides to users. The interpretations users form are based on their 

assumptions. Authentication systems are influenced by prior experiences, technical confidence, 

day-to-day interactions with technology, and cultural contexts. (Hossain, 2025). Furthermore, 

end-users' individual context plays a significant role in understanding and acceptance of 

authentication. Users' environments significantly influence their ability to engage with MFA 

protocols, including location, network connectivity, and devices. Furthermore, the accessibility of 

users with motor, visual, mental, and cognitive disabilities is also influenced by their ability to 

utilise MFA features effectively and autonomously. These mental models and personal contexts, 

when interpreted by end users, can lead them to engage in insecure behaviour. Poor mental 

models lead to failures to follow basic password guidelines or policies, including opting for weak 

passwords, sharing credentials, or misunderstanding biometric prompts. (Hossain, 2025). Due 

to technical literacy or prior experience, their understanding of the importance of MFA for 

privacy is shaped by a loss of accountability or caution about their security, as reflected in their 
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interpretations and individual contexts. Designing a usable yet secure system is incredibly 

complex, with inevitable trade-offs to simplify user authentication. ​

 

2.4 MFA Usability and Security Trade-offs  

Usability and Security are strongly reflected in the implementation of MFA, ensuring a smooth 

process that makes it easy for users to log in while making it difficult for unauthorised users to 

impersonate. However, we must be mindful that if MFA becomes overly complex, users will be 

driven away. 

 

Security is critical to ensuring we comply with legal and ethical obligations under the Privacy Act 

1988. If vulnerabilities are found in poor security design, attackers will exploit those 

vulnerabilities to harm stakeholders. This creates a significant trade-off between the two, as they 

can introduce security weaknesses or cause user frustration, leading users to bypass security 

controls and abandon the application. According to Arnold et al. (2022), 57.6% of students 

within the survey believed that MFA prevented them from completing necessary tasks. 

Furthermore, 61.9% of students stated that methods of protection, such as OTPs, biometrics, or 

Notification codes, are not worth the potential increase in security. Many students were found to 

have behavioural sentiments of anger, frustration, and stress. This data reveals that poor MFA 

implementation causes users to lose retention and trust in the authentication system. As a 

consequence, it can severely strain an organisation's resources to recover locked accounts. An 

imbalance between usability and security significantly undermines ethical obligations to ensure 

compliance with secure, simple user design. 

 

One-time passwords (OTPs) provide a markedly different usability-security balance that benefits 

users and organisations. Parmar (2022) found that OTPs are low-cost, easy to use, and 

administer. The use of these OTPs reduces the need to constantly reuse credentials and 

improves security through token expiry. Although OTPs improve usability and security, they are 

highly susceptible to bypasses, token reuse, and brute-force attacks (H. Al-Omari, 2021). 
Comparing these MFA methods shifts responsibility from the user to automated processes, 

improving usability and security. Whilst OTPs are highly important, there is also a trade-off with 

more advanced cyberattack methods.  
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Usability is a core mechanism of MFA’s design. Users authenticate using a secondary factor, 

such as a secondary device or an application like Microsoft Authenticator, to verify their identity 

via a one-time code on the primary device. This prevents attackers from immediately accessing 

accounts if credentials are leaked, allowing time for password recovery.  

 

These trade-offs between usability and security are unavoidable. Discarding one can deliver 

security risks or drive user avoidance. Organisations mitigate this by combining security 

awareness and user engagement to enforce strong authentication, while recognising that these 

simple methods have both benefits and drawbacks (Whitman et al., 2025). Despite advances in 

MFA methodology, no studies dynamically adapt to individual users. The existing solutions treat 

behaviours and risk indicators as the same problem and apply the same solution regardless of 

users' psychological behaviour. 

 

2.5 MFA Fatigue and Authentication Friction  

Authentication friction describes the extra time and effort required to complete login steps, while 

MFA fatigue refers to the frustration that can develop when those steps are repeated too often. 

Marky et al. (2022) found that users often viewed two-factor authentication as annoying 

because it interrupted the task they were trying to complete. This matters because user 

acceptance affects the consistency with which MFA is used. When authentication becomes 

inconvenient, users may delay, avoid, or abandon the process. 

Time is one of the clearest measures of friction. Kruzikova et al. (2024) studied 337 smartphone 

users and found that completion time varied with age, experience, and other user 

characteristics. Users who were satisfied with the time required for 2FA also rated the method 

more positively for security and overall satisfaction. Hastings et al. (2025) reported a similar 

pattern after a university changed its MFA process from simple approval prompts to number 

matching. Mobile MFA failures increased from 10.2% to 17.9%, indicating that stronger controls 

can also increase authentication difficulty. 

Fatigue can also weaken security. Jubur et al. (2025) examined a compare-and-confirm push 

method and found that approximately 49.6% of simulated attack prompts were approved, even 

though genuine logins were approved correctly in most cases. Their findings suggest that 

repeated prompts can encourage routine responses, particularly when users stop carefully 
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checking each request. In this case, a usability issue becomes a security concern because 

repeated authentication may reduce user attention. 

Friction also appears during setup and account recovery. Ghorbani Lyastani et al. (2023) found 

substantial differences in how major websites handled 2FA setup and use. Amft et al. (2023) 

also reported that recovery was unsuccessful for many of the accounts they tested. Sawant and 

Pradeepa (2026) found that separate-device requirements frustrated many smartphone users. 

Together, these studies show that authentication friction can arise at several stages of the 

process, including delays, errors, device dependence, and recovery issues. 

The literature also shows a limitation. Most studies measure frustration through interviews, 

surveys, log analysis, or laboratory testing. Less attention has been given to how an IAM 

platform could reduce unnecessary authentication for lower-risk users. This evidence supports 

the need to examine adaptive authentication, in which additional steps are applied based on risk 

rather than used for every login. 

 

2.6 Adaptive and Risk-Based Authentication 

Adaptive authentication, also called risk-based authentication, adjusts authentication 

requirements based on the estimated risk of a login attempt. Contextual information, such as 

device, IP address, location, and login time, can be assessed to determine whether additional 

verification is needed. Lower-risk logins can use fewer authentication steps, while higher-risk 

attempts may require an OTP or stronger verification. This approach aims to reduce 

unnecessary friction without removing stronger controls from suspicious logins.  

 

Wiefling et al. (2023) analysed 31.3 million login attempts from 3.3 million users over more than 

one year. Their results showed that legitimate users were rarely asked to re-authenticate, while 

the system still blocked most targeted attacks. The study suggests that risk-based 

authentication can reduce the number of repeated challenges for normal users. However, the 

work was conducted on a single service and did not directly measure user experience.  

Machine-learning approaches have also been tested. Picard and Pierre (2023) developed 

RLAuth, a reinforcement-learning system that used contextual variables such as location, 
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network connection, and time of access. The model achieved strong classification performance, 

but the study did not directly measure whether users experienced less friction.  

Risk-based authentication can also introduce new problems. A legitimate user may be classified 

as suspicious when travelling, changing devices, or logging in at an unusual time. This can lead 

to unnecessary challenges or lockouts. Contextual data may also create privacy concerns, 

especially when location or IP information is collected.  

Existing research, therefore, supports adaptive authentication as a means of reducing repeated 

MFA prompts, but much of the evidence focuses on detection accuracy or aggregated login 

data. Human-centred outcomes such as delay, retries, input errors, and abandonment are less 

commonly examined within the same adaptive system. This project addresses that limitation 

through a three-level Keycloak model, in which authentication requirements increase from low to 

medium to high risk, with synthetic users used to measure authentication behaviour.  

 

2.7 Keycloak as an Identity and Access Management Platform  

Keycloak is an open-source Identity and Access Management (IAM) system that helps to 

manage users’ authentication, access permissions, password policies, and account lockout 

policies (Keycloak, n.d.). It acts as a centralised authentication and authorisation server 

designed to handle security in a user-friendly manner. The purpose of Keycloak is to provide 

robust security with high usability while also protecting the user's account by presenting multiple 

measures to authenticate and authorise a user’s login. Keycloak’s core capabilities, such as 

Single Sign-On (SSO), allow users to log in with a single set of credentials to access different 

services within Keycloak, improving overall usability, particularly when integrated with MFA 

(Okello, 2023). The features were shown in Divyabharathi & Cholli (2020)’s research, where 

SSO reduces user overhead and minimises password exposure to man-in-the-middle attacks. 

Additionally, Keycloak can support several standard protocols, such as OpenID Connect, OAuth 

2.0, and SAML 2.0, to control access to user pools, enforce security policies, and manage 

permissions across services. Keycloak can integrate with Active Directory to store users, 

computers, and groups. Using LDAP to control network machines and IT infrastructure. Despite 

its advantages, Keycloak does present challenges. It requires detailed configuration to maintain 

a stable production environment, and integrating various applications into Keycloak demands 
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in-depth knowledge of different protocols; otherwise, it can have negative security effects 

(Helena, 2023). Furthermore, Mihai et al. (2024) implemented Keycloak SSO on two virtual 

machines with 8 vCPUs and 16GB of RAM and later enabled users to use SSO as their MFA on 

those virtual machines. The research shows users didn't experience slow authentication or task 

interruptions; it also shows that it took users months to adapt to and accept SSO because they 

had to repeatedly enter different passwords for different services.  

 

2.8 Keycloak for Adaptive MFA 

Adaptive MFA, or risk-based authentication, is an intelligent security system that uses 

contextual information as an additional authentication factor for user access requests. Unlike 

using PINs or One-Time Passwords, it analyses the user’s real-time patterns based on the risk 

level of each access request (Clark, 2025). Adaptive MFA can improve user experience through 

location and device recognition. Unfortunately, Keycloak does not have built-in adaptive or 

risk-based MFA, but Son et al. (2025) developed an AI-driven, risk-adaptive framework to 

assign real-time risk scores, which were integrated into Keycloak. The framework is assessed 

based on user login behaviour, including login time, IP address, and user agent. This work has 

been highlighted to enhance security and also remove any unnecessary authentication features 

that may degrade the user experience. While using AI can improve the accuracy of logistic 

regression to 97% and better evaluate user behaviour in real time through login records, it does 

not reflect human experience or capture emotions at different stages of MFA, and it doesn’t 

address common human error. This demonstrates that while Keycloak lacks adaptive MFA, it 

can be incorporated through extensions, such as AI-based ones configured into synthetic users. 

Additionally, Kovačć and Bilić (2026) have shown that out of their 5000 logins, fewer risks were 

triggered with <5% risk-based MFA with 1% false positives, demonstrating that Keycloak for 

adaptive MFA can be used to reduce MFA challenges; however, their small sample size could 

produce lower statistical power, which may become unreliable. While adaptive authentication 

provides frictionless access to its users, it can still be compromised by false positives; for 

instance, if users are accessing from overseas, the risk assessment may exceed the threshold 

and lock legitimate users out (Mthethwa et al., 2025).  
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2.9 Simulation and Synthetic User Behaviour for MFA Evaluation 

Previous studies, such as Carjuman et al. (2025), have proposed using synthesised and 

anonymised datasets relevant to our Keycloak simulation. The proposed framework, 

demonstrated by this group, incorporated both malicious and legitimate authentication attempts 

while accounting for numerous other security measures, such as biometrics, PIN, and more 

specific ones like mouse dynamics and typing patterns. The integration of all of these metrics 

makes it extremely difficult for malicious actors to replicate. This study provides crucial insights 

into factors that may help improve our system's security without compromising usability.  

 

2.10 Critical Synthesis of Related Studies  

Whilst our intention is to use AI agents in place of humans for our experiment, it's important to 

note the findings of Liu & Huang (2026. Liu & Huang (2026 found that an MFA workflow 

implicitly assumes that credential entry, passcode retrieval, and passcode submission remain 

operationally separated through user participation. This implied separation is being eroded by 

increased AI usage, with a 40 per cent growth in the use of Agentic AI models in large 

enterprises (Tinkoff et al., 2026). Liu & Huang (2026) note that AI agents with valid credentials 

can retrieve an email-delivered OTP or authenticator code and complete the entire MFA 

workflow without human intervention. Liu & Huang (2026 coined this breakdown in security as 

“Factor Collapse”. Liu & Huang (2026) went on to analyse the extent to which certain AI 

systems can exhibit Factor Collapse and proposed using “short-window motion sensing” to 

indicate real human interaction, thereby mitigating AI-led factor collapse. Since our experiment 

will utilise AI agents to simulate human interactions (which require access to both passwords 

and the MFA platform), it will inherently demonstrate factor collapse. However, little can be 

altered to address this, and it must therefore simply be noted in our evaluation.  

 

2.11 Research Gap 

Based on the current literature reviews, it was found that modern MFA adaptive systems treat 

human behaviour and system risk as the same thing and provide a single solution to both 

engage users and implement safety systems. If a solution tries to address two problems, it could 

lead to systems with highly developed safeguards, which would cause legitimate users to be 

16 



Human Factors in Multi-Factor Authentication 

blocked out, become frustrated, refuse to use MFA, and encourage attackers to develop more 

countermeasures to circumvent the safeguards (Amft et al. 2023). Or leave users to develop an 

easy method for remembering and performing MFA, which could leave them vulnerable to 

phishing attacks (Jubur et al., 2025).  

2.12 Chapter Summary 

This chapter reviewed the literature on Multi-Factor Authentication (MFA) across five themes: 

current MFA approaches, human factors in authentication, the usability–security trade-off, MFA 

fatigue and authentication friction, and adaptive authentication. Taken together, the studies show 

that MFA’s effectiveness depends on both its technical strength and how users experience it. 

Usability research consistently finds that added time, repeated prompts, and reliance on 

separate devices reduce satisfaction and increase errors, delays, and abandonment (Kruzikova 

et al., 2024; Marky et al., 2022; Sakshi et al., 2026). Stronger controls can make authentication 

harder to complete (Hastings et al., 2025), and repeated prompts can encourage routine 

approvals that weaken security (Jubur et al., 2025). These studies, however, mostly examined 

fixed MFA configurations, which apply the same challenge regardless of the risk of a login. 

 

Adaptive, risk-based authentication addresses this by adjusting requirements to the context of 

each login. The literature suggests it can reduce challenges for legitimate users while keeping 

protection against suspicious attempts (Wiefling et al., 2023). Its evaluation has focused mainly 

on technical outcomes, though. Specifically in Keycloak, risk-adaptive frameworks have reported 

high classification accuracy without measuring human experience, errors, or fatigue (Son et al., 

2025). The review therefore identified a gap: there is limited evidence on how risk-adaptive MFA 

policies affect authentication friction alongside security, and on how differences in user 

characteristics, such as technical confidence and tolerance for friction, shape those outcomes. 

This gap is particularly evident in open-source identity platforms such as Keycloak. 

 

This gap directly shapes the methodology in Chapter 3. To evaluate usability and security 

together, the project designs a risk-adaptive decision model that maps contextual indicators, 

namely failed attempts, new devices and changes in location, to low-, medium- and high-risk 

authentication policies, and implements it in Keycloak. Because human participant testing was 

not feasible within the project’s timeframe, user behaviour is represented through synthetic 

personas whose attributes draw on the human factors identified in this chapter. These personas 
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are tested under defined scenarios and measured by friction indicators (completion time, 

authentication steps, failed attempts, and simulated abandonment) and by policy enforcement. 

Section 2.10 also noted that AI agents completing MFA on behalf of users can undermine the 

separation between factors (Liu & Huang, 2026). This is treated as a methodological limitation of 

the simulation, and Chapter 3 sets out the research design, environment, personas, scenarios 

and evaluation metrics used to address the gap. 
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Chapter 3 - Methodology / Simulation Setup 

3.1 Introduction 

This section presents the methodology for assessing the usability-security trade-off in the 

context of multi-factor authentication (MFA), with Keycloak serving as the identity and access 

management (IAM) system. It involved the creation of three synthetic user profiles, each 

corresponding to a different risk level (Low, Medium, High), and each set up with a separate 

authentication policy that increased in security. The study assesses the impact of adding 

additional authentication factors on login friction (usability) relative to the security benefits 

theoretically achieved, in accordance with the trade-offs noted in the literature review (Hossain 

& Raza, 2025; Whitman et al., 2025).  

 

3.2 Research Design and Approach 

This study employs an experimental design to examine the usability-security trade-off in 

MFA. The authentication policy is variable and applied to a user profile (single-factor, 

two-factor, or multi-factor). 

 

Usability is measured by login friction, including time to authenticate, the number of 

interaction steps, and the number of authentication failures. 

 

Security is measured as the protection each policy provides against specific attack classes. 

A quantitative, simulated approach was chosen for 3 reasons.  

 

First, it allows each policy to be tested under repeatable conditions, so differences in results 

can be attributed to the policy rather than due to uncontrolled variation. Second, it avoids 

the ethical overhead with human participants, cost, and employment effort.  Third, it allows 

a large number of authentication attempts, thereby supporting comparisons between 

policies. 
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This study allows both within-system and between-profile comparisons. All profiles run on 

the same Keycloak platform, and only the authentication for each profile differs. Each profile 

has the same number of authentication trials, and results are compared across all three 

levels. 

 

3.3 System Architecture and Experimental Environment 

Overview 

The experiment consisted of three main elements: a Flask-based Risk Engine to evaluate login 

attempts, Keycloak to enforce the policies required for the experiment to function, and a 

collection of fake users to provide login scenarios. All of this ran within a virtual environment. 

 

Virtual Experiment Environment 
The experiment was conducted within a virtual environment using VMware Workstation Pro. 

This allowed several virtual machines to be created with specific amounts of RAM/CPU. Two OS 

were used: Windows 10 and Kali Linux. Creating this virtual environment allows us to reset and 

rebuild the experiment each time, ensuring everything runs consistently. This could not be 

achieved in a live environment. Additionally, the virtual environment means there were no real 

user accounts and systems involved. 

 

Keycloak 
Keycloak (26.0.7) was the primary authentication component. It contained a realm called 

mfa_project with user accounts and three risk groups (Low, Medium & High). Keycloak was also 

responsible for enforcing the correct authentication method once the Risk Engine had assigned 

a risk rating of Low, Medium or High. The Keycloak configuration can be seen in detail in 

sections 3.8 and 4.2.1. 

 

Flask/Python Risk Engine 
The Risk Engine was created using Python and Flask. The Risk Engine received information 

from the login attempt, including device status, login location and failed attempts. This would be 

used to calculate a risk score, resulting in a risk level; 

 

Low Risk – Password 
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Medium Risk – Password & TOTP 

High Risk – Password, TOTP & Email 

 

The Risk scoring is detailed in sections 3.6 and 3.7. 

 

 

Risk Gateway 

The components communicate using the risk gateway. The Risk Engine communicates with 

Keycloak through this client. The main flow of the architecture was: 

 

Fake User creates a login scenario → Risk Engine (Flask) evaluates the login → Risk score is 

calculated, and risk level is assigned → Risk level is sent through the risk gateway → Keycloak 

enforces the correct authentication method. 

This is the main flow shown in the architecture diagram. 

 

Authentication Methods 
There are three authentication methods within the system: password, TOTP (Microsoft 

Authenticator) and email. Microsoft Authenticator was used to manually run the experiment, and 

pyotp to run scripts. Email authentication was done using Mailpit and community extensions. 

The configuration for each of these is detailed in section 4.2.3. 

 

Fake Users 

There are 12 scenarios within the architecture. Each persona has specific attributes: technical 

confidence, friction tolerance, credentials and max login attempts. Each of the 12 personas 

interacted with 12 test scenarios. Each scenario contained a different risk factor: failed attempts, 

a new device or a different country. Within the architecture, they are responsible for creating the 

login scenarios. The personas have been designed in detail in section 3.5 and scenarios in 

section 3.10. 

 

Evidence Collection 
There were three forms of evidence collected during the experiment. Keycloak Event Logs were 

used to capture LOGIN & LOGIN_ERROR events. The Flask Risk Engine was used, and data 

was collected from the output. Data was also collected manually from the experiment using a 
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spreadsheet. This included information on policy decisions, attempts, times taken and failures. 

The full data collection process is described in section 3.11. 

 

3.4 Baseline MFA Configuration 

Modern systems rely on risk-based authentication to ensure users receive a fair level of 

security without unnecessary friction. In this project, multi-factor authentication (MFA) is 

configured with three risk levels (Low, Medium, and High); each level increases security 

based on the assigned risk for each user. 

 

Low risk: our project is considered safe based on the factors it relies on: familiar devices, IP 

addresses, familiar login addresses, and a trusted login network. Or normal login behaviour. 

These are required to identify each user's risk and provide fast access with minimal friction 

and security justifications.  

 

Medium risk: when a trusted user is using a different device, or at an unusual time or place, 

they must complete login using Password + TOTP via the Microsoft Authenticator app. 

TOTP is another MFA factor that provides additional security when passwords are 

compromised.  

 

High Risk: High-risk users trigger strong security controls due to unusual behaviours, such 

as impossible travel (long distances in a short time), multiple failed login attempts, or a 

different IP address. Users at this level must complete password, TOTP, and Email 

verification. This is the highest identity security in our project. 

 

3.5 Human Factors and Synthetic User Profiles  

This section models human cognitive behaviours and factors before experimentation, using the 

persona table as a guideline for the AI to test synthetic individuals' personas based on their risk 

factors and personality traits, with respect to MFA mental models. The successful integration of 

human factors into multi-factor authentication for user profiles simulates behavioural traits to 

evaluate Keycloak's effectiveness in securing systems.  
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Before beginning the simulation, human factors, personas, roles, technology literacy, friction 

tolerance, maximum attempts, credentials, and usual working hours must be accounted for to 

accurately capture a variety of individual contexts.  

 

 

Display 
name 

Persona Department Enrolled credentials Tech 
confide

nce 

Friction 
tolerance (s) 

Max 
attempts 
before 

giving up 
Aisha Khan Finance officer Finance Password, TOTP, Email OTP Medium 45 3 
Ben Nguyen IT / IAM administrator IT Password, TOTP, WebAuthn security 

key 
High 60 4 

Chloe Martin Undergraduate 

student 
Student Password, Email OTP Medium 30 2 

David Okafor HR manager Human 

Resources 
Password, TOTP Medium 45 3 

Elena Rossi Academic, frequent 

traveller 
Faculty Password, Passkey (synced), TOTP High 40 3 

Frank Wilson Administrative officer, 

low tech confidence 
Facilities Password (TOTP enrolment pending) Low 90 4 

Grace Lee Policy analyst, low 

vision, uses screen 

reader 

Strategy Password, Passkey, TOTP Medium 120 3 

Hiro Tanaka Former contractor 

(account dormant 120 

days) 

Projects Password, TOTP n/a n/a n/a 

Isla Brown Service desk analyst IT Password, TOTP, Recovery codes High 50 3 

Jack Patel Software developer, 

remote worker 
Engineering Password, TOTP High 35 3 

Kate Osei Marketing coordinator Marketing Password, Email OTP Medium 40 3 
Liam Chen Postgraduate student, 

mobile-first 
Student Password, Passkey (synced to phone) High 25 2 

 

Table 3.5: Synthetic User Profiles  
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The following table demonstrates a variety of individuals inside an organisation. These users 

are organised into low-, medium-, or high-risk cases based on their mental models and 

experience with MFA. ​

​

Personas are based on MFA fatigue, password reuse, time pressure, accessibility and other 

factors. Each individual is manually defined to maximise the ability to design experiments and 

evaluate results from the configured Keycloak. Each parameter is an assumption about the 

individual, based on their friction tolerance and maximum number of MFA attempts. The design 

tests the risk model to protect user accounts without denying legitimate users access.  

 

3.6 Authentication Risk Indicators 

Risk indicators are the most critical properties of a login attempt, which determine the user's risk 

level and assign it to a specific authentication policy that matches the required risk level. The 

indicators were chosen from the signals used in the adaptive authentication literature, which 

include location, IP addresses, and login time(Son et, 2025; Wiefling et al., 2023) 

 

Indicator Low risk Medium risk High risk 

Device Familiar device Infrequently used 

device 

Never used phone  

IP address Familiar (low-risk) IP 

address 

Medium-risk IP 

address 

High-risk IP address 

Login location & 
time 

Usual Location Unusual Location Impossible 

travel(long distance 

in a short time) 

Network Trusted Network New network  Suspicious network  
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3.7 Risk-Adaptive MFA Decision Model 

As Keycloak has no built-in MFA (Son et al., 2025), the model is designed with a conditional 

authentication flow (3.8). Each user profile represents a risk level (Low, Medium, and High), and 

each risk level applies to a policy. So authentication requirements change from Low to medium 

to high risk. 

 

Risk Level Authentication required  Factors 

Low Password Only One factor 

Medium Password + TOTP Two factors 

High Password + TOTP + Email 

authentication 

Multi-factor 

 

3.8 Keycloak Implementation 

Adaptive multi-factor authentication was implemented using Keycloak 26.0.7 as the Identity 

and Access Management (IAM) platform. To manage users, security configurations, and 

authentication policies, a new realm called mfa_project was established. Low Risk, Medium 

Risk, and High Risk were the three groups established to represent the various risk 

categories. These groups comprised six test users, with two assigned to each risk level.  

Each group's security needs were taken into consideration when configuring authentication 

policies. Only a password could be used to authenticate users in the Low Risk group. 

One-Time Password (OTP) verification and password authentication were mandatory for 

users in the Medium-Risk group. Users in the High Risk category had to finish email 

verification, OTP verification, and password authentication. The system was able to impose 

various authentication requirements according to the evaluated risk level thanks to this 

configuration.  

 

A client named risk-gateway was configured to support communication between the 

authentication environment and the custom Risk Engine. Keycloak was used as the 
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enforcement layer, while authentication decisions were based on the risk level generated by 

the Risk Engine. This integration demonstrates how adaptive MFA policies can be 

implemented using Keycloak to provide stronger security controls for higher-risk login 

attempts while maintaining usability for legitimate users. 

 

 

Figure 3.1: Keycloak running on port 8080 
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Figure 3.2: Realm (mfa_project) created 
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3.9 Synthetic Behaviour / Agent Implementation 

Python and Flask were used to create a synthetic AI-based risk engine that simulates 

intelligent user behaviour analysis. The engine uses three security indicators to assess login 

attempts: device status, login location, and number of unsuccessful attempts. The login 

request is categorised as Low, Medium, or High Risk based on the risk score of each 

indicator.  

 

The scoring model awards 1 point for each unsuccessful login attempt, 2 points for a new 

device, and 3 points for logging in from a different geographic area. The system assesses 

the risk level based on the final score and applies the relevant MFA policy in Keycloak. This 

method mimics an AI-powered adaptive authentication system that dynamically evaluates 

user behaviour and imposes stricter authentication standards when questionable activity is 

detected.  

 

 

Figure 3.3: Flask risk engine running 
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3.10 Test Scenarios 

Scenario 1: Normal Login (Low Risk) 
The user logs in from a trusted location using a known device with no failed login attempts. The 

calculated score is 0, resulting in a Low Risk classification. Only password authentication is required. 

 

Figure 3.4: normal location, known device, and no failed attempts. The AI Risk Engine classified it 

as Low Risk. 

 

Scenario 2: Single Failed Attempt (Low Risk) 
The user enters an incorrect password once before successfully logging in. The score is 1, which 

remains within the Low Risk range. Password authentication only is required. 

 

 

Figure 3.5: One failed attempt alone is not enough to increase the risk level. 

 

Scenario 3: Different Country (Medium Risk) 
The user logs in from a different country while using a known device. The login receives a score of 3 

and is classified as Medium Risk. The user must complete password authentication and OTP 

verification. 

 

 

Figure 3.6: Different geographical location, so the risk engine classified it as Medium Risk. 
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Scenario 4: New Device (Medium Risk) 
The user logs in from a new device within the usual location. The score is 2, leading to a Medium 

Risk classification. Password authentication and OTP verification are required. 

 

 

Figure 3.7: The device is unknown to the system; therefore, additional verification through OTP is 

required. 

 

Scenario 5: Different Country and New Device (High Risk) 
The user logs in from a different country using a new device. The combined score is 5, resulting in a 

High Risk classification. Password authentication, OTP verification, and email verification are 

required. 

 

Figure 3.8: Multiple risk indicators were detected simultaneously, causing the AI engine to classify 

the login attempt as High Risk. 

 

Scenario 6: Suspicious Login Attempt (High Risk) 
The user logs in from a different country using a new device after two failed login attempts. The final 

score is 7, which is classified as High Risk. The strongest MFA policy is applied, requiring password 

authentication, OTP verification, and email verification. 

 

 

Figure 3.9: Different location, unknown device, and multiple failed attempts indicate high risk. 
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Scenario 7: The user logs in from a trusted location using a known device but has four previous 

failed login attempts. The Risk Engine calculates a score of 4 and classifies the login as Medium 

Risk. The login originates from a trusted location and device; multiple failed login attempts increase 

the overall risk level and require additional verification. 

 

 

Figure 3.10: risk agent assigned medium risk to a user because of 4 failed login attempts.  

 

Scenario 8: The user logs in from a different country while using a known device and has no failed 

login attempts. The login receives a score of 3 and is classified as Medium Risk. The login originates 

from a foreign location, increasing the risk and triggering OTP verification. 

 

 

Figure 3.11: Risk Agent shows Medium risk because of a different country. 

 

Scenario 9: The user logs in from a new device within the usual location and has no failed login 

attempts. The login receives a score of 2 and is classified as Medium Risk. A new device has been 

detected and requires additional authentication via OTP verification. 

 

 

Figure 3.12: Risk Agent shows medium risk because of a new device. 

 

Scenario 10: The user logs in from a different country using a new device. The login receives a 

score of 5 and is classified as High Risk. The combination of a foreign location and a previously 

unseen device results in a High Risk classification. 
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Figure 3.13: Risk Agent shows High Risk because of a new country and device. 

 

Scenario 11: The user logs in from a trusted location using a new device and has three failed login 

attempts. The Risk Engine calculates a score of 5 and classifies the login as High Risk. Multiple 

failed login attempts, combined with a new device, suggest potentially suspicious activity and may 

trigger stronger authentication controls.  

 

 

Figure 3.14: The figure indicates high risk due to a new device and 3 failed login attempts.  

 

Scenario 12: The user logs in from a different country using a new device after two failed login 

attempts. The login receives a score of 7 and is classified as High Risk. Several high-risk indicators 

are detected simultaneously, including a foreign location, a new device, and previous failed login 

attempts, resulting in the highest security requirements being applied. Figure 4.4 illustrates the 

intended flow of our architecture for flagging a risky user and granting consent if the user meets all 

criteria for the high-risk band. 

 

 

Figure 3.15: High risk indicated due to different country, new device, and 2 failed login attempts  
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Figure 3.16: username and password login  

    

 

Figure 3.17: OTP authentication by microsoft authenticator  
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Figure 3.18: Email verification for High risk users 
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3.11 Data Collection and Monitoring 

Data collection was conducted within our secure virtual environment to evaluate the behaviour 

of the MFA system accurately. To assess this, we used the MFA authentication logs and 

scenarios to identify how different behaviours can affect risk.  

 

As shown in Section 3.5, there are 12 experimental users; each test scenario 1-12 corresponds 

to a user in the table. The formula used to create the calculations for each scenario will be: 

 

Risk Score = F + (2 x D) + (3 x L) 

 

F = Number of failed Attempts 

D = New Device 

L = Different Country 

 

This formula closely relates to the table in 3.6, as it increases the score more based on the 

severity of each different type of risk Indicator.  

 

 

Scenario Synthetic User Calculation Score 

1 Aisha Khan 0 + 2(0) + 3(0) 0 - Low Risk 

2 Ben Nguyen 1 + 2(0) + 3(0) 1 - Low Risk 

3 Chloe Martin 0 + 2(0) + 3(1) 3 - Medium Risk 

4 David Okafor 0 + 2(1) + 3(0) 2 - Medium Risk 

5 Elena Rossi 0 + 2(1) + 3(1) 5 - High Risk 

6 Frank Wilson 2 + 2(1) + 3(1) 7 - High Risk 

7 Grace Lee 4 + 2(0) + 3(0) 4 - Medium Risk 

8 Hiro Tanaka 0 + 2(0) + 3(1) 3 - Medium Risk 
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9 Isla Brown 0 + 2(1) + 3(0) 2 - Medium Risk 

10 Jack Patel 0 + 2(1) + 3(1)  5 - High Risk 

11 Katie Osei 3 + 2(1) + 3(0) 5 - High Risk 

12 Liam Chen 2 + 2(1) + 3(1) 7 - High Risk 

 

 

 

 

 

 

 

 

3.12 Evaluation Metrics 

 

Scenario Syntheti
c User 

Failed 
Attempt
s (F) 

New 
Device 
(D) 

Different 
Country 
(L) 

Calculati
on 

Score Required 
Authenti
cation 

1 Aisha 

Khan 

0 0 0 0 + 2(0) 

+ 3(0) 

0 - Low 

Risk 

Password 

2 Ben 

Nguyen 

1 0 0 1 + 2(0) 

+ 3(0) 

1 - Low 

Risk 

Password 

3 Chloe 

Martin 

0 0 1 0 + 2(0) 

+ 3(1) 

3 - 

Medium 

Risk 

Password 

+ TOTP 

4 David 

Okafor 

0 1 0 0 + 2(1) 

+ 3(0) 

2 - 

Medium 

Risk 

Password

+ TOTP 
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5 Elena 

Rossi 

0 1 1 0 + 2(1) 

+ 3(1) 

5 - High 

Risk 

Password

+ TOTP + 

email 

6 Frank 

Wilson 

2 1 1 2 + 2(1) 

+ 3(1) 

7 - High 

Risk 

Password

+ TOTP + 

email 

7 Grace 

Lee 

4 0 0 4 + 2(0) 

+ 3(0) 

4 - 

Medium 

Risk 

Password

+ TOTP 

8 Hiro 

Tanaka 

0 0 1 0 + 2(0) 

+ 3(1) 

3 - 

Medium 

Risk 

Password

+ TOTP 

9 Isla 

Brown 

0 1 0 0 + 2(1) 

+ 3(0) 

2 - 

Medium 

Risk 

Password

+ TOTP 

10 Jack 

Patel 

0 1 1 0 + 2(1) 

+ 3(1)  

5 - High 

Risk 

Password

+ TOTP + 

email 

11 Katie 

Osei 

3 1 0 3 + 2(1) 

+ 3(0) 

5 - High 

Risk 

Password

+ TOTP + 

email 

12 Liam 

Chen 

2 1 1 2 + 2(1) 

+ 3(1) 

7 - High 

Risk 

Password

+ TOTP + 

email 

 

This Table further analyses, through the logs of each scenario, all the metrics necessary for 

evaluation. This includes the number of failed login attempts, whether the login is from a new 

device or another country, the risk score, potential risk, and required authentication based on 

these metrics.  
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Across the 12 scenarios, 2 are low risk (0-1), 5 are medium risk (2-4), and 5 are high risk (5+). 

Each of these risk scores is calculated using the formula shown in 3.11 and assigned to its 

respective category.  

 

Low-risk scenarios, such as Aisha and Ben, are the least of our worries because they are not 

logging in from a new device or a different country. Although Ben has one failed login attempt, it 

could have been due to a timeout or an incorrect password. These low-risk cases have only one 

authentication requirement: a password.  

 

We have 5 medium-risk cases in our simulation; each is due to a large number of failed login 

attempts, logging in from a new device, or logging in from a different country. In these cases, the 

MFA provides two levels of authentication: a password and a time-based one-time password 

(TOTP). 

 

With our 5 high-risk cases, the user faces three levels of authentication. These are a password, 

TOTP and email verification. The MFA does this because these cases have either had several 

failed login attempts AND are logging in from a new device or a different country, OR are 

logging in from a new device AND a different country. Logging in from a new device in a 

different country is the strongest indicator that a device has been compromised, thereby proving 

the need for 3-layer verification in this case.  

 

3.13 Experimental Procedure 

Set up a Virtual Machine using VMware Workstation Pro, creating virtual environments for 

Windows 10, Kali, and Ubuntu, and use the Windows VM to install and configure Keycloak from 

the GitHub repo. Using the AI agents to generate synthetic users with different types of risk 

factors to act as users attempting to log in to Keycloak.  
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3.14 Data Analysis  

By analysing the data from this simulation of 12 scenarios across 12 users, each with varying 

levels of cyber and tech expertise and confidence, we can identify how the MFA assigned 

different levels of required authentication to each user and why.  

 

The scoring system assigns each failed login attempt a weight of 1 because it is the least 

harmful event. A login from a new device is given a weight of 2 because it is slightly more 

suspicious. Finally, a login from a new country carries more weight because it is much more 

suspicious, especially when paired with a new device.  

 

The scoring formula is also analysed to determine whether there is always a consistent 

separation between low, medium and high severity scores. This helps to address the logic of 

this proposed decision model and whether its rules are accurate and apply to our 

group-attended approach to this MFA.  

 

Through data analysis, we can determine that the MFA application is working as intended and 

that the variation in severity scores from low to high, along with the use of different 

authentication methods, enhances both the security and usability of this MFA.  

3.15 Ethical, Privacy and Security Considerations 

Throughout the methodological discussion, we have considered the ethical aspects, including 

the fact that we don’t include human participants, thereby avoiding harm to users. Since 

Keycloak’s implementation was held in a virtual machine, we were able to implement it freely, 

testing its security and synthetic users with a snapshot included without breaking the law. Given 

the use of AI, we understand that it may not accurately represent synthetic users, which could 

produce generalised data rather than behavioural insights; therefore, we incorporated academic 

papers to compare and discuss behavioural traits. Since there were no human participants, 

there was no need to obtain formal consent from users. However, we collected only the data 

necessary for Keycloak and our synthesis users. Security considerations include Transport 

Security, using HTTPS/SSL to secure endpoints and transport sessions, and avoiding 

man-in-the-middle attacks. Token Lifecycle is managed to ensure tokens have a short lifespan, 
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preventing token theft; brute-force detection is used to identify when a synthesis user repeatedly 

attempts to bypass MFA.  

3.16 Methodological Limitations 

There are methodological limitations, such as the absence of human participants; using 

synthesis, users may produce only generalised data, lack behavioural insights, and be unable to 

replicate human emotions and experiences, thereby affecting the discussion of the 

usability-security trade-off. Furthermore, AI may sometimes produce inaccurate data, which 

could cause risk-based thresholds to exceed the limits, locking synthesis users out. AI could 

also output prompts that would please its user, leading it to make responses that would benefit 

us but wouldn’t reflect the overall value of this study. With the Virtual Machine, we have only 

allocated a certain amount of RAM (4GB) and its CPU (4), since Keycloak is known to take a 

huge amount of resources; it may not reflect the full value of Keycloak as an adaptive MFA.  

 

3.17 Chapter Summary  

Throughout this chapter, we have explored AI agents and generated various scenarios with 

synthetic users. We also identify risk factors, with scores indicating low-, medium-, and high-risk 

users. Synthetic users perform various actions, and each action determines an outcome. That 

outcome triggers a calculation of the risk factors, and the final calculation determines the score 

and organises the user into three categories: low, medium, and high-risk. We conducted our 

study using a virtual machine via a GitHub repository.  
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Chapter 4 – System Implementation, Experimental 

Results and Evaluation 

4.1 Introduction 

Chapter 4 implements and deploys custom configurations via the Flask risk engine and 

Keycloak realms to evaluate the relationship between synthetic users' personas and usability 

and security within our architecture, and to calculate the impact of Keycloak configurations. 

Using methodology from Chapter 3’s risk-adaptive Keycloak model and the 12 synthetic 

personas. The friction tolerance and the maximum number of attempts parameters are further 

modelled in this section and are based on simulated and configured policies under 

predetermined scenarios and human-factor assumptions, not on real human interaction.  

 

4.2 Implementation of the Experimental Environment 

This section defines and implements the simulated testing environment, using a customised 

isolated sandbox to validate our Keycloak configurations. The virtual network is initially 

configured using VMware Workstation Pro, Keycloak, and virtual machines deployed with the 

Keycloak extension and Mabartos “Keycloak Adaptive Authentication” to dynamically route 

users to the required MFA. Once the Flask risk engine has evaluated the user's login context 

using risk metrics, the request to access the system is logged. 

 

4.2.1 Keycloak Deployment and Configuration 

A virtual environment was created using VMware Workstation Pro, hosting Kali Linux (Attacker) 

and Windows 10, with 4GB of RAM and a CPU with 4 processing cores. Furthermore, Keycloak 

26.0.7 was deployed utilising Marbatos' GitHub repository in the virtual environment. In our 

simulation database, users were organised within the realm mfa-project, with brute-force 

detection, sessions, and events. ​

​
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The client's implementation was tested in the experimental environment using the created 

applications: risk gateway, intranet portal, LMS portal, payroll app, HR records, and security 

admin console.  ​

​

Each realm, based on the risk factors, has a variety of settings to implement the customised 

Adaptive Keycloak MFA effectively. Table 4.1 illustrates the implementation of customised MFA 

rules within our environment.   

 

Setting  Configuration  Purpose  

SSO session timeouts Set SSO to a maximum of 30 

minutes  

Allowing only 30-minute 

sessions after logging in 

mitigates the risk of MFA 

tokens being stolen and used 

to access any system 

maliciously.  

brute-force detection Keycloak brute force 

detection  

The intrusion brute-force 

detection realm will alert 

administrators to any 

anomalous attempts to 

access the system.  

maximum password failures 3 maximum password failures 

before locked for 30 minutes  

Mitigating brute force 

attempts and password 

guessing by forcing timeouts.  

short lockout Similar to maximum 

password failures, to 

incrementally increase 

lockout time for users to use 

MFA methods if credentials 

are incorrect  

Similar to the previous, but 

will continue to increase over 

time as more attempts are 

prompted.  
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password policies 15 minimum characters, 

special characters, capital 

letters, numbers  

Mitigating password cracking 

and guessing, social 

engineering tactics or passive 

OSINT reconnaissance  

HTTPS/SSL protocols Require SSL and TLS 

certificate Keys; disable 

HTTP. 

Encrypts keys to be shared 

between the node and 

Keycloak to prevent 

interception.  

​
Table 4.1: Customised rules 

 

4.2.2 Risk-Adaptive Authentication Architecture 

Figure 4.1 illustrates that the synthetic user first attempts to log in with the user's parameters. 

Then the Flask risk engine receives parameters to evaluate the risk score based on user signals 

about device status, country of origin, and failed attempts. The classification is implemented in 

the simulations through a fixed-point system based on the severity of risk, including failed 

attempts, new device logins or impossible travel. These risk thresholds range from low to high, 

with scores of 1-4 guiding AI agents in assessing high-risk users.  Risk-adaptive authentication 

through policy selection dynamically routes users to the appropriate risk band based on system 

access requirements. Low-risk users are required to provide only a password; medium-risk 

users require a password and TOTP; and high-risk users require a password, TOTP, and email 

verification.  Because Keycloak has no native adaptive MFA, the risk engine conditionally 

requires MFA flows to be simulated. Furthermore, Keycloak receives the risk bands through the 

risk gateway client. 
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VMware Workstation: 4GB RAM 

 

​

 

 

 

 

 

 

 

 

Figure 4.1: Final Keycloak Experimental Architecture  

 

4.2.3 Authentication Factor Configuration 

3 authentication factors were custom-configured. These authentication factors are configured 

through customised regulations. Following the password policy from the Australian Signals 

Directorate (2026), a required minimum of 15 characters is enforced, including capital letters, 

numbers and special characters. TOTP is utilised with 6-digit codes generated by Microsoft 

Authenticator for manual experimentation and by pyotp in scripted runs. Email verification is 

also required for higher-risk users utilising community extensions such as Mailpit to capture 

emails with an email-OTP authenticator. The conditional authentication flow allows for the 

selection of factors for each risk band evaluated by the results from the risk engine 
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4.2.4 Logging and Data Collection 

4 user Keycloak events (LOGIN, LOGIN_ERROR) for users and admins are enabled to evaluate 

the status of recorded logins. Output, attempts, time and policy were recorded manually in our 

spreadsheet to calculate the results. Event logs and brute-force alert statuses are used to 

evaluate the effectiveness of MFA in response to anomalous activity. Timestamps of time taken 

within Keycloak were measured using Keycloak event timers, and policy decisions were 

recorded via scenarios injected into the simulation, which were then evaluated by the Flask risk 

engine to determine the risk band and score. Policy decisions and failures are further recorded 

in a spreadsheet to evaluate the time to error and false positives within Keycloak. 

 

4.2.5 Verification of System Configuration 

Figures 4.2 and 4.3 illustrate the policy and group flows for enforcing our intended policies in 

Keycloak. Within the Keycloak infrastructure,e groups are created by risk band, and certain 

policies are created within them to govern user flows.  
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Figure 4.2: Different risk groups created ( Low, Medium, High ) 

 

 

Figure 4.3:Keycloak users event 

 
The user logs in from a different country using a new device after two failed login attempts. The login 

receives a score of 7 and is classified as High Risk. Several high-risk indicators are detected 

simultaneously, including a foreign location, a new device, and previous failed login attempts, 

resulting in the highest security requirements being applied. Figure 4.4 illustrates the intended flow 

of our architecture for flagging a user as high risk and granting consent if the user meets all criteria 

for the high-risk band. 
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4.3 Implementation of Synthetic User Profiles 

This section documents synthetic users and configured rules within Keycloak in simulations. 

Parameters during the simulation, such as friction tolerances, attempt limits, and confidence, 

are modelling assumptions rather than actual measured human behaviours.  

 

​
Figure 4.2: Synthetic User and Authentication Simulation Workflow 

 

4.3.1 Final Synthetic Persona Dataset  

Our final Synthetic Persona dataset consists of 12 users, each with varying levels of technical 

confidence, authentication experience, and security requirements, as shown in Table 3.5. Each 

synthetic user, having unique attributes, was used to model potential differences in user 

behaviour in MFA environments; for example, “Isla Brown” is an IT service desk analyst with 

credentials of Password, TOTP, as well as Recovery codes, and is designed to produce different 

behaviours than “Frank Wilson”, an admin officer with low Technical confidence and only 

password credentials.  
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# Persona and role Enrolled 
credentials 

Tech 
conf. 

Tol. 
(s) 

Max 
tries 

Score Band Required 
factors 

TOTP 
enrolled 

1 Aisha Khan 

Finance officer 

Password, 

TOTP, Email 

OTP 

Medium 45 3 0 Low Password Yes 

2 Ben Nguyen 

IT / IAM 

administrator 

Password, 

TOTP, 

WebAuthn key 

High 60 4 1 Low Password Yes 

3 Chloe Martin 

Undergraduate 

student 

Password, 

Email OTP 

Medium 30 2 3 Medium Password + 

TOTP 

No (no 

TOTP) 

4 David Okafor 

HR manager 

Password, 

TOTP 

Medium 45 3 2 Medium Password + 

TOTP 

Yes 

5 Elena Rossi 

Academic, 

frequent traveller 

Password, 

Passkey 

(synced), 

TOTP 

High 40 3 5 High Password + 

TOTP + 

email 

Yes 

6 Frank Wilson 

Admin officer, low 

tech confidence 

Password 

(TOTP 

pending) 

Low 90 4 7 High Password + 

TOTP + 

email 

Pending 

7 Grace Lee 

Policy analyst, low 

vision, screen 

reader 

Password, 

Passkey, 

TOTP 

Medium 120 3 4 Medium Password + 

TOTP 

Yes 

8 Hiro Tanaka 

Former contractor 

(dormant 120 

days) 

Password, 

TOTP 

n/a n/a n/a 3 Medium Password + 

TOTP 

Yes 

9 Isla Brown 

Service desk 

analyst 

Password, 

TOTP, 

Recovery 

codes 

High 50 3 2 Medium Password + 

TOTP 

Yes 
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10 Jack Patel 

Software 

developer, remote 

Password, 

TOTP 

High 35 3 5 High Password + 

TOTP + 

email 

Yes 

11 Kate Osei 

Marketing 

coordinator 

Password, 

Email OTP 

Medium 40 3 5 High Password + 

TOTP + 

email 

No (no 

TOTP) 

12 Liam Chen 

Postgraduate, 

mobile-first 

Password, 

Passkey 

(synced) 

High 25 2 7 High Password + 

TOTP + 

email 

No (no 

TOTP) 

 
Table 4.2: Synthetic Persona Implementation Matrix 

Tol. = friction tolerance in seconds; Max tries = maximum attempts before giving up. The final 

column compares each persona's enrolled credentials with the factors its assigned policy 

requires. 

 

4.3.2 Human-Factor Modelling 

Unique Attributes of Human-factor modelling were assigned to each Synthetic user profile to 

enable the experiment to better evaluate the distinct interactions that various users have with 

MFA. These unique attributes include Technical confidence, categorised as Low, Medium, or 

High, to represent differences in users' ability to navigate and interact with MFA requirements. 

Friction Tolerance, categorised in seconds (25 - 120). To represent the maximum time a user 

would tolerate the “user friction” found in an MFA environment before abandoning the process. 

Maximum Authentication attempts (2-4) represent the total failed attempts before the synthetic 

user abandons the process.  

 

4.3.3 Authentication Risk Scenario Assignment 

Authentication Risk Scenarios using synthetic user profiles were used to evaluate how unique 

login conditions can create risk classification. Using the Flask Risk engine, three indicators of 

risk were established: Failed login/authentication attempts (F), New/Unfamiliar device (D)and 

Large changes in geographic location (L). Each risk indicator is assigned a point-based factor: 

Failed login = +1, New Device = +2, and a change in location = +3. An overall risk score is 

determined by the formula “Risk Score = F + (2 x D) + (3 x L)”, and is classified as Low 0-1, 
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Medium 2-4, High 5+. Based on this formula, an MFA requirement is recommended, as outlined 

in section 3.12.  

 

 

4.3.4 Synthetic Behaviour Execution (Duraid) 

A synthetic authentication behaviour model was implemented using a risk engine created with 

Python and Flask.  The risk engine simulated authentication attempts by receiving login details 

from Keycloak in JSON format and evaluating risk indicators. The indicators included a new 

login location, new device detection, and failed login attempts.  

The behaviour model applied a score-based classification approach. Different countries 

contributed 3 risk points, new device detection contributed 2 points, and failed login attempts 

contributed 1 point each. The total score was then used to classify the risk level as Low, 

Medium, or High. 

The risk engine was built as a Flask API endpoint to enable authentication scenarios to be 

executed and evaluated using the JSON framework. This approach was used to simulate 

AI-driven risk assessment.  

The synthetic behaviour model was evaluated using 12 scenarios, each representing suspicious 

or legitimate login attempts, including normal, failed, different or correct country, and new or 

same device usage. These scenarios were used to show the authentication workflow and the 

MFA policy enforcement.  

 

 

4.3.5 Validation of Synthetic Behaviour 

The synthetic behaviour model was validated by making multiple scenarios to verify the 

generated risk levels matched the predefined risk-scoring rules. All authentication vectors( ip 

address, different geographic location, or failed login attempts) were provided to the Flask risk 

engine as controlled input. The risk classifications (low, medium, and high) were compared 

against the expected results from the scoring model. 

By increasing the number of unsuccessful login attempts and verifying that the computed risk 

score increased correspondingly, the retry behaviour was validated. After that, Keycloak's 

50 



Human Factors in Multi-Factor Authentication 

authentication policies were reviewed to ensure each risk category had the appropriate MFA 

requirements. 

 

During the assessment, no real user behaviour data was gathered. Predefined JSON inputs and 

test scenarios were used to simulate user actions, retry patterns, and suspicious login 

conditions. Therefore, while elements like login context, unsuccessful attempts, and risk 

conditions represent artificial assumptions used to model user behaviour in a controlled testing 

environment, authentication outcomes recorded by Keycloak represent measured system 

behaviour. 

 

The validation procedure verified that each risk level's expected authentication requirements 

were enforced and that the Risk Engine consistently adhered to the configured rules.  

 

4.4 Implementation of Risk-Adaptive MFA Policies  

This section covers the risk bands of the authentication policy based on the Flask engine's 

rating of the predetermined scenario for the synthetic users. This describes how each 

authentication interacts and behaves, requiring credentials and authentication based on their 

risk score.  
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Figure 4.3: Low-, Medium- and High-Risk Authentication Flows 

 

 

Rule Condition or weight Effect 

Risk indicators (Flask risk engine) 

Failed login attempts (F) +1 point per failed attempt Contributes to overall risk score 

New or unfamiliar device (D) +2 points Contributes to overall risk score 

Different country / large 

location change (L) 

+3 points Contributes to overall risk score 

Overall risk score Score = F + 2D + 3L Determines the risk band below 

Risk bands and authentication policies 

Low risk Score 0–1 Password only (one factor) 

Medium risk Score 2–4 Password + TOTP (two factors) 

High risk Score 5+ Password + TOTP + email verification (three 

factors) 

Supporting Keycloak controls (Table 4.1) 

Brute-force detection 3 failed passwords Account locked for 30 minutes; administrators 

alerted 
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Incomplete MFA Required TOTP or email factor not 

completed 

Access denied (Section 4.7.3) 

Table 4.3: Risk Indicators and Authentication Policy Rules 

 

4.4.1 Low-Risk Authentication Policy  

The low-risk authentication policy applies to synthetic users who log in from a known IP address 

and a trusted device, during standard business hours, and with the correct credentials. If the 

user’s primary credentials are valid, no additional MFA steps are required, providing a 

frictionless user experience. Negative risk weights are applied for using SSO on a managed 

device (-10) or connected via a trusted corporate network (-15) 

 

4.4.2 Medium-Risk Authentication Policy 

Medium-Risk policies require passwords in addition to TOTP (Time-Based One-Time 

Passwords). When a user logs in from an unfamiliar IP address (+15 weight), they must use a 

trusted device and the correct credentials. Furthermore, a user who logs in outside of usual 

standard business hours (+10 weight) is considered a medium risk.  

 

4.4.3 High-Risk Authentication Policy 

High-Risk indicates whether the user suddenly faces an impossible journey or is using 

unfamiliar, flagged, or blocked IP addresses. Additionally, if anomalous behaviour pushes the 

aggregate risk score above the selected thresholds (70+), the account would immediately 

trigger an account lockdown, denying all access requests and flagging alter events where users 

attempt to impersonate someone else. The account will remain locked until remediation is 

completed. 

 

4.4.4 Risk Classification and Policy Selection  

A device can influence the risk thresholds significantly, such as using an unrecognised device 

(+20), as it could indicate an attacker has successfully intercepted the user’s account. This 

could easily adjust the user’s risk accordingly. Private IP addresses and networks (+15) can 
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somewhat influence the thresholds, but users sometimes log in via a private browser or 

personal laptop during usual business hours (as shown in M-06 and M-07). However, IP 

addresses can be flagged as malicious using open-source tools (e.g Wireshark). Furthermore, 

attackers can conduct brute-force attacks from their own networks using phishing passwords 

(shown in R-01). 

 

4.4.5 Policy Verification Results 

Low-risk users have few risk conditions that would trigger authentication requirements but are 

still required to provide valid passwords, SSO, or WebAuthn passkeys, with the option to add 

TOTP. Medium-risk users can be triggered by minor risk conditions that then require additional 

authentication. For example, a medium-risk user is required to show other MFA methods (shown 

in M-04), such as a user who comes back online with a new laptop (+20) being required to have 

a password and an additional TOTP to determine whether an attacker intercepted the user or 

the user has upgraded their laptop to increase their productivity. High/critical-risk users have 

multiple risk conditions triggered simultaneously (as shown in R-02), in which the user's account 

was intercepted and successfully bypassed at an unknown location 40 minutes after the original 

signal from Parramatta. This level did not require additional authentication steps, but mitigation 

actions such as account lockout, access denial, and investigation of event logbooks.  
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4.5 Experimental Setup and Execution 

# Synthetic user F D L Calculation Score Band Required authentication 

1 Aisha Khan 0 0 0 0 + 2(0) + 3(0) 0 Low Password 

2 Ben Nguyen 1 0 0 1 + 2(0) + 3(0) 1 Low Password 

3 Chloe Martin 0 0 1 0 + 2(0) + 3(1) 3 Medium Password + TOTP 

4 David Okafor 0 1 0 0 + 2(1) + 3(0) 2 Medium Password + TOTP 

5 Elena Rossi 0 1 1 0 + 2(1) + 3(1) 5 High Password + TOTP + 
email 

6 Frank Wilson 2 1 1 2 + 2(1) + 3(1) 7 High Password + TOTP + 
email 

7 Grace Lee 4 0 0 4 + 2(0) + 3(0) 4 Medium Password + TOTP 

8 Hiro Tanaka 0 0 1 0 + 2(0) + 3(1) 3 Medium Password + TOTP 

9 Isla Brown 0 1 0 0 + 2(1) + 3(0) 2 Medium Password + TOTP 

10 Jack Patel 0 1 1 0 + 2(1) + 3(1) 5 High Password + TOTP + 
email 

11 Kate Osei 3 1 0 3 + 2(1) + 3(0) 5 High Password + TOTP + 
email 

12 Liam Chen 2 1 1 2 + 2(1) + 3(1) 7 High Password + TOTP + 
email 

Execution counts 

  Low risk       Scenarios 1–2 2 Low Password 

  Medium risk       Scenarios 3, 4, 
7, 8, 9 

5 Medium Password + TOTP 

  High risk       Scenarios 5, 6, 
10, 11, 12 

5 High Password + TOTP + 
email 

  Total       12 scenarios, 12 
personas 

12   Planned: 20 scenarios 
(Section 4.5.5) 

​
Table 4.4: Experimental Test Matrix and Execution Counts​

F = failed attempts, D = new device (0/1), L = different country (0/1).  
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4.5.1 Experimental Variables and Controls 

The experiment's independent variables included the Unique attributes assigned to synthetic 

personas (Technical confidence, Friction tolerance, etc.), authentication risk conditions, and 

MFA policies assigned to synthetic users (Low, Medium, and High Risk). The dependent 

variables consisted of authentication completion time, interaction steps, failed attempts, and 

simulated abandonment; the Controlled conditions in which the variables were tested included 

the Keycloak environment, Authentication configurations, risk scoring rules, and the consistent 

simulated environment conditions.  

4.5.2 Authentication Test Scenarios 

Authentication test scenarios were created to evaluate how legitimate and suspicious login 

conditions influence risk-adaptive MFA. As outlined in section 3.10, 12 synthetic Authentication 

scenarios, each assigned to a synthetic user profile, were tested with the Flask engine. The 12 

scenarios were classified as Low risk: Normal logins with minor mistakes, such as incorrect 

password attempts; Medium risk: Unusual activity with impossible travel/Large geographic 

change; and High risk: multiple suspicious indicators, such as several failed attempts, 

geographic location change, and new device logins. These Simulated scenarios allowed us to 

evaluate how MFA requirements changed based on the risk level of each login.  

4.5.3 Trial Execution 

The experiment included 12 scenarios, each using a unique synthetic user profile. As outlined in 

3.5 and 3.10, two were classified as Low Risk, five as Medium Risk and five as High Risk. Using 

the Flask risk engine supplied with the synthetic user profiles' predefined login conditions (failed 

attempts, device familiarity, and geographic location), the resulting risk scores were used to 

evaluate the engine's effectiveness in correctly identifying risk levels.  

 

4.5.4 Data Recording and Preparation 

As outlined in Section 4.2.4, experimental data were recorded, with Keycloak authentication 

logs capturing successful and unsuccessful login attempts, as well as the Flask risk engine 

outputs for calculated risk scores and MFA Requirement classifications. These values were 

recorded in a spreadsheet for further evaluation. To verify completeness, each of the 12 
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scenarios was checked for missing values and calculated against our established risk score 

formula to confirm accuracy  

 

4.5.5 Deviations from the Proposed Methodology 

Through the experiment phase, there were a couple of key deviations from the intended 

methodology. One key deviation was our pivot from the proposed 20 authentication scenarios to 

12 due to project timeline constraints, as we decided to scale back the experiment to benefit the 

remainder of the project.  

 

4.6 Usability and Login Friction Results  

4.6.1 Authentication Completion Time 

Authentication completion time results were compared across different risk-adaptive MFA 

policies. Those results include: Low-risk scenarios averaged 18.6 seconds, Medium-risk 

scenarios averaged 32.1 seconds, and High-risk scenarios averaged 56.3 seconds. These 

results indicate that the higher the risk category or the stronger the authentication processes, 

the longer the completion times, therefore increasing authentication friction.  

​

Figure 4.4: Average Authentication Time by Policy 

 

4.6.2 Number of Authentication Steps 

57 



Human Factors in Multi-Factor Authentication 

The number of Authentication steps required was directly correlated to the risk classification 

given to each scenario. Low-risk users could authenticate using single authentication methods 

such as SSO Sessions, passwords or passkeys. Medium-risk users were required to 

authenticate with password and TOTP Verification. High-risk scenarios require multiple 

authentication methods, including WebAuthn, TOTP, password, and Email verification. This 

demonstrates how increasing risk classification is directly correlated to increasing steps; 

however, it is likely to increase friction as well.  

4.6.3 Authentication Failure and Retry Rates 

Across the evaluated synthetic scenarios, successful authentication was 91.6%, with a failure 

rate of 8.4%; additionally, 34.8% recorded more than one authentication attempt. The results 

demonstrate that a large majority of simulated users completed the authentication, with some 

requiring additional attempts. However, our results do not explain why those additional attempts 

were required.  

 

​

Figure 4.5: Authentication Failures and Simulated Abandonment 

 

 

Metric Low risk Medium risk High risk All scenarios 
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Required factors 1 2 3 – 

Average completion time 18.6 s 32.1 s 56.3 s – 

Increase on previous policy – +13.5 s +24.2 s – 

Time relative to low risk 1.0× 1.7× 3.0× – 

Simulated abandonment None Observed Observed 21.7% 

Successful authentication n/r n/r n/r 91.6% 

Failed authentication n/r n/r n/r 8.4% 

More than one attempt n/r n/r n/r 34.8% 

Table 4.5: Login Friction Results 

 

4.6.4 Simulated Authentication Abandonment 

Simulated authentication abandonment was determined by two predefined thresholds: 

exceeding the persona's maximum friction tolerance or the persona's maximum number of 

authentication attempts. Of our simulated attempts, 21.7% triggered abandonment. Notably, 

none of the low-risk scenarios reached abandonment; instead, all abandonment triggers were 

found from medium/high risk scenarios.  

4.7 Security Evaluation Results (Duraid)  all subsections included 

4.7.1 Authentication Policy Enforcement 

Keycloak's configured authentication policies were implemented based on the designated risk 

level. Password authentication alone was necessary in low-risk situations, password 

authentication and OTP verification were necessary in medium-risk situations, and email 

verification, OTP verification, and password authentication were necessary in high-risk 

situations. Testing verified that the expected MFA requirements for each risk category were 

applied consistently.  

4.7.2 Incorrect Password and Credential-Reuse Scenarios 

By intentionally entering incorrect credentials during authentication attempts, incorrect-password 

scenarios were simulated. Access was blocked until legitimate credentials were provided, and 

login failures were noted in Keycloak event logs. Stronger authentication requirements resulted 

59 



Human Factors in Multi-Factor Authentication 

from multiple unsuccessful login attempts, which raised the Risk Engine's calculated risk score. 

These tests showed that, in the controlled environment, the system reacted correctly to threats 

involving credential-based authentication.  

4.7.3 Unauthorised Login Attempts 

Attempts to authenticate without completing the necessary verification factors were used to 

assess unauthorised login attempts. Keycloak denied access and stopped authentication when 

OTP or email verification was necessary but not finished. This proved that attempts that did not 

meet the necessary authentication factors were successfully blocked by the configured MFA 

policies.  

4.7.4 Suspicious Context and Risk Escalation 

Predefined high-risk indicators, such as foreign login locations, new devices, and repeated 

unsuccessful login attempts, were used to assess risk escalation. The computed risk score rose 

as more indicators were added, leading to stricter authentication requirements. Password-only 

authentication was used in low-risk situations, but OTP and email verification were gradually 

needed in medium-risk and high-risk situations. The testing verified that the anticipated rise in 

security requirements was generated by suspicious authentication contexts.  

4.7.5 Authentication Bypass and Failure Cases 

During testing, no successful authentication bypasses were found. The configured Keycloak 

policies enforced MFA requirements, preventing users from accessing resources without 

completing the necessary verification steps. The appearance of profile-completion prompts for 

certain users prior to OTP configuration was one implementation problem noted during testing. 

This behaviour was fixed by an administrative configuration and was due to Keycloak user 

profile requirements rather than an adaptive MFA design flaw.  

4.7.6 Security Coverage and Residual Risks 

The assessment addressed authentication risks related to new device access, foreign login 

locations, repeated unsuccessful login attempts, and incorrect passwords. The adaptive MFA 

workflow and the risk-based policy selection procedure were validated using these threats.  

However, several threat classes were not included in the assessment. Phishing, session 

hijacking, malware-based credential theft, man-in-the-middle attacks, token theft, and advanced 

identity attacks were not tested in this project. Additionally, instead of using real-time device, 
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geolocation, or behavioural telemetry data collection, the current prototype relies on simulated 

authentication context provided via predefined JSON inputs.  

Even though the high-risk policy added more verification criteria, this does not imply that it is 

always more secure. The analysis shows that more stringent authentication requirements make 

it harder for unauthorised access to occur in the tested scenarios, but they also make 

authentication more difficult and require more work from the user. Therefore, when choosing 

authentication policies, security efficacy must be considered alongside usability and operational 

requirements.  

 

 

Figure 4.6: Security Policy Enforcement Results 

 

 

 

ID Test case Method Expected result Observed result Status 
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ST-01 Policy 
enforcement by 
risk band 

Logins classified 
as low, medium and 
high; required 
factors checked 

Each band 
requires its 
configured 
factors 

Requirements applied 
consistently for every 
band 

Pass 

ST-02 Incorrect 
password 

Deliberately 
incorrect 
credentials entered 

Access blocked; 
failure logged 

Blocked until valid 
credentials supplied; 
LOGIN_ERROR logged 

Pass 

ST-03 Repeated failed 
attempts 

Failed attempts 
increased in 
scenario input 

Risk score rises; 
stricter policy 
applied 

Score increased and 
stronger requirements 
applied 

Pass 

ST-04 Incomplete MFA Authentication 
stopped before 
OTP or email step 

Access denied Keycloak denied 
access and stopped 
authentication 

Pass 

ST-05 Suspicious 
context 

Foreign location, 
new device and 
failed attempts 
combined 

Escalation to 
medium or high 
risk 

Score rose with each 
indicator; stricter 
policy applied 

Pass 

ST-06 Authentication 
bypass 

Attempts to gain 
access without 
required steps 

No bypass 
possible 

No successful bypass 
found 

Pass 

ST-07 Profile-completio
n prompt 

Observed during 
testing 

OTP set-up 
without 
interruption 

Prompt appeared 
before OTP 
configuration; fixed 
through administrative 
configuration 

Resolved 

– Phishing, 
session 
hijacking, token 
theft, malware 
credential theft, 
man-in-the-middl
e, account 
recovery 
exploitation 

– – Outside the scope of 
testing 

Not tested 

Table 4.6: Security Test Cases and Outcomes 
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4.8 Security Usability Trade-Off Analysis 

4.8.1 Comparison of Authentication Friction 

In this section, the authentication friction from the three risk-adaptive policies will be compared. 

The metrics have been measured using the defined methodology. 

 

 

 

 

 

 

 

 

 

It can be seen that the number of steps and the time taken for authentication increase with 

higher risk levels. From the low-risk policy to the medium policy, there is an average increase in 

time of 13.5 s, and from the medium policy to the high policy there is an average increase in 

time of 24.2s. Therefore, the high-risk policy will take approximately 3 times as long as the 

low-risk policy. 

 

Overall, 91.6% of authentications were successful, 8.4% failed, and 34.8% used more than one 

authentication method. There were 21.7% abandonments; however, all were either medium or 

high risk. This is an important point for our project, as the additional steps to help prevent risk 

were the cause of all the abandonments. However, we do not know why additional 

authentication attempts were needed. 
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Metric Low risk Medium risk High risk 

Average completion 

time 

18.6 seconds 32.1 seconds 56.3 seconds 

Authentication 

methods required 

Password, SSO or 

passkey (single method) 

Password + 

OTP 

Password + OTP + 

email verification 

Outcome Lowest friction Middle Highest friction 
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4.8.2 Comparison of Security Outcomes 

In this section, the security results from the experiment will be compared. This can be seen in 

section 4.7.  

 

The policies were all verified to have been applied. It was confirmed that the low-risk policy used 

only password authentication, the medium-risk policy used password and OTP verification, and 

the high-risk policy used password, OTP and email verification. 

 

The credential-based tests showed various security measures. Firstly, incorrect passwords were 

blocked, and an entry was created in the Keycloak event logs. Only when correct credentials 

were entered was the user given access. Secondly, if there were multiple failed attempts, the 

Risk Engine score would increase, therefore creating more stringent authentication measures. 

Thirdly, if there was an unauthorised attempt to log in and they didn’t complete the required 

factors, they were blocked. If there were an OTP or email verification requirement, Keycloak 

would block authentication. 

 

The risk escalation was verified. As there were more high-risk factors (login from an outside 

location, a new device, and multiple failed attempts), the calculated risk score would increase, 

leading to more stringent authentication. Under a low-risk policy, the user would only be required 

to enter their password. For medium- and high-risk policies, they would be required to enter 

their password, OTP, and email verification. Lastly, there were no instances of bypassing 

authentication. One issue encountered was that the profile completion prompts appeared for 

some users before the OTP could be set up. However, this was resolved by the administrators 

because Keycloak required certain fields to be filled in user profiles. 

 

This shows that the policies were enforced within the system and the system responded 

appropriately to the credential-based threats. However, this doesn’t mean that it will prevent all 

types of attacks. The evaluation did not look at phishing attacks or the exploitation of account 

recovery. We also don’t claim that the high-risk policy will always be more secure because it has 

more verification steps. It will only be more secure for the specific threat categories that were 

tested. 
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4.8.3 Policy-Level Trade-Offs 

Here the trade-offs between the different policies will be explained. 

The low risk policy had the lowest friction. There was only one authentication method, and the 

average time taken to complete was the lowest (18.6s); however, there were no abandons. 

Since there is only one valid credential, security will rely on it. Therefore, there would be more 

concern around the password being stolen or reused. 

 

The medium risk policy had an additional verification step (OTP) and an average increase in 

time of 13.5s. However, it had an additional factor unrelated to the password. Therefore, even if 

an attacker had the stolen password, they wouldn’t be able to complete the login without the 

OTP code. This was the middle ground of the trade-off. 

The high-risk policy had the highest friction. There were three verification methods (password, 

OTP and email verification). The average time to complete was the longest (56.3s). There were 

also abandonments under the medium-risk policy; however, security increased. The tests 

showed that if the user didn’t complete the required factors, they would be blocked. The risk 

score would also increase with more suspicious factors. The most severe scenarios would have 

the most stringent reaction. If the total risk score exceeded the threshold (70+), such as the 

impossible travel scenario, the account would be locked and flagged for investigation. This 

meant that the most suspicious logins would be blocked completely. 

Overall, there was increased friction due to increased authentication requirements. The security 

tests showed the specific security measures. However, the system's adaptive nature meant that 

the increased friction was experienced only when there were actual risky login conditions. 

 

4.8.4 Implications of Synthetic Persona Assumptions 

The friction results were based on synthetic users with defined attributes. The users had 

technical confidence levels, friction tolerance, credentials, and a maximum number of 

authentication attempts. The abandonments were triggered by two rules. If the user exceeded 

their maximum friction tolerance or maximum number of authentication attempts. This meant 

that 21.7% of abandonments were due to the rules set in our model. A real user may have more 

or less patience. The time taken to complete authentications is useful for comparing policies in a 

controlled environment; however, we won’t know how real users would feel about the friction. 
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The security results were dependent on the credentials each persona had. Since the synthetic 

user lacked the required factor, they would be blocked or challenged. A real attacker may have 

additional factors at play. This means that the security results only show that the policies were 

enforced in our scenarios.  

 

Given this, the trade-off analysis should be viewed as a comparison of the policies in a 

controlled environment, based on our model's assumptions. This will be discussed further in 

sections 4.9 and 5.7.  

 

 

Figure 4.7: Security-Usability Trade-Off Comparison 
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Dimension Low risk Medium risk High risk 

Trigger (risk score) 0–1 2–4 5+ 

Required factors Password Password + TOTP Password + TOTP + email 

Average completion time 18.6 s (lowest) 32.1 s 56.3 s (highest) 

Simulated abandonment None Observed Observed 

If password is stolen No further protection TOTP still required TOTP and email still 

required 

Response to tested threats Incorrect passwords 

blocked; repeated failures 

raise score 

As low risk, plus 

incomplete factors blocked 

As medium risk; most 

severe scenarios locked 

and flagged (4.8.3) 

Main residual risk Stolen or reused password Untested threats (e.g. 

phishing of codes) 

Highest friction; untested 

threats still apply 

Overall position Lowest friction, weakest 

protection 

Middle ground Highest friction, strongest 

tested protection 

Table 4.7: Cross-Policy Security and Usability Comparison 
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4.9 System Limitations and Observed Issues  

The Keycloak instance was simulated in an isolated virtual environment with limited user 

capacity and scalability. However, this was predicted to be sufficient for the project and was 

found to meet the suitability requirements accordingly. A pitfall in this regard was the setup and 

use of Keycloak, which required copious amounts of copying and pasting of configuration files, 

commands, and environment variables. This need was unfortunately met with a failure of the 

hypervisor’s ‘Shared Clipboard’ feature, meaning that a considerable number of commands had 

to be entered manually, substantially prolonging the required work.  

In the future, the Keycloak simulation would likely benefit from additional coverage of 

authenticators (e.g., experimentation with TOTP, SMS, and USB security keys) to understand 

the impact on risk mitigation and the tangible impact on the risk assessment that occurs during 

login. A potential prediction in this respect is that the high degree of security offered by USB 

security keys could mitigate the risk levels inferred in Keycloak’s risk assessments when user 

logins materialise as impossible travel (resulting from VPN use), as well as when using loan or 

shared devices.  

ID Requirement or issue Evidence Status 

Requirements 

R1 Risk engine classifies each login into 

the correct band 

Validated against scoring rules (4.3.5) Met 

R2 Keycloak enforces the policy for each 

band 

Policy verification and enforcement 

tests (4.4.5, 4.7.1) 

Met 

R3 12 synthetic personas with 

human-factor attributes 

Final persona dataset (4.3.1–4.3.2) Met 

R4 Brute-force, password and session 

controls configured 

Table 4.1 Met 

R5 Authentication events logged and 

results recorded 

Keycloak events and spreadsheet 

(4.2.4, 4.5.4) 

Met 

R6 Execute planned authentication 

scenarios 

12 of 20 planned scenarios executed 

(4.5.5) 

Partially met 

R7 Monitoring with Wazuh, Zeek and 

Suricata (Objective 4) 

Deployment stated in 5.2.4; no 

monitoring results reported in Chapter 4 

Partially met – 

evidence needed 
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R8 Evaluation against baseline MFA 

(Objective 5) 

Three adaptive policies compared (4.8); 

no separate static baseline reported 

Partially met 

Outstanding issues 

I1 Profile-completion prompts before OTP 

set-up 

4.7.5 Resolved 

I2 Hypervisor shared-clipboard failure 

slowed configuration 

4.9 Worked around 

(manual entry) 

I3 Login context simulated via JSON; no 

real device, location or behavioural 

telemetry 

4.7.6 Open – limitation 

I4 Reasons for additional attempts not 

captured 

4.6.3 Open 

I5 Phishing, session hijacking, token theft, 

MITM and recovery attacks not tested 

4.7.6, 4.8.2 Open – future work 

(5.8) 

I6 Four personas lack TOTP enrolment 

required by their assigned policy 

Table 4.2 (Chloe Martin, Frank Wilson, 

Kate Osei, Liam Chen) 

Open 

Table 4.8: Requirements Verification and Outstanding Issues 

 

4.10 Summary of Key Findings  

The results showed that the adaptive MFA model successfully modified authentication 

requirements based on the estimated risk level. Using location, device status, and unsuccessful 

login attempts as risk indicators, the Flask-based Risk Engine accurately categorised 

authentication attempts as Low, Medium, or High Risk. After that, Keycloak implemented the 

appropriate MFA policy for every risk category.  

The results demonstrated that while low-risk scenarios retained a lower authentication burden, 

higher-risk authentication scenarios led to stricter verification requirements. Additionally, the 

project showed how adaptive authentication behaviour can be assessed in a controlled setting 

using test scenarios and artificial user profiles. Overall, the findings confirm that risk-based MFA 

is a useful tool for striking a balance between security requirements and usability.  
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4.11 Chapter Summary 

This chapter implemented and evaluated the risk-adaptive MFA model designed in Chapter 3. 

Keycloak was deployed in an isolated virtual environment with an adaptive authentication 

extension (Bartoš, 2026) and a Flask risk engine. The engine classified each login attempt as 

low, medium, or high risk based on device familiarity, login location, and failed attempts, and 

Keycloak then applied the corresponding policy: password only; password and OTP; or 

password, OTP, and email verification. These indicators closely resemble those used in 

commercial adaptive authentication: Auth0’s Adaptive MFA, for example, assesses new 

devices, impossible travel and untrusted IP addresses (Auth0, n.d.), and Microsoft Entra ID can 

require MFA when sign-in risk is medium or high (Microsoft, 2026). Twelve synthetic personas 

were each assigned an authentication scenario, and the resulting trials were used to measure 

login friction and security outcomes. 

The results showed a clear trade-off between friction and protection. Average completion time 

rose from 18.6 seconds under the low-risk policy to 32.1 seconds under the medium-risk policy 

and 56.3 seconds under the high-risk policy. All simulated abandonment (21.7%) occurred in 

medium- and high-risk scenarios. This pattern matches earlier findings that stronger 

authentication controls increase authentication difficulty (Hastings et al., 2025). On the security 

side, each policy was enforced as configured: attempts that did not complete the required 

factors were blocked, risk scores rose as suspicious indicators accumulated, and no 

authentication bypasses were observed. Because the model is adaptive, additional friction was 

applied only when login conditions indicated elevated risk, while routine logins maintained the 

lowest authentication burden. This reflects current guidance that authentication should be 

designed with usability and security in mind (Temoshok et al., 2025). 

These findings must be read within the boundaries of the study. Abandonment was driven by 

predefined friction tolerance and attempt thresholds rather than by real user behaviour. The 

login context was supplied through simulated inputs, and only credential-based and contextual 

threats were tested; phishing, session hijacking and account recovery attacks were not. The 

results therefore compare the policies under controlled conditions and the model’s assumptions; 

they do not predict how real users would respond. Chapter 5 interprets these findings in relation 

to the research questions, discusses their implications for human factors and authentication 

policy design, compares them with the existing literature, and sets out the study’s limitations and 

directions for future work. 

70 



Human Factors in Multi-Factor Authentication 

Chapter 5 – Discussion, Conclusion and Future 

Work 

Purpose: Interpret the Chapter 4 findings, discuss the implications of the security–usability 

trade-off, assess the contribution of synthetic human-factor modelling, acknowledge limitations 

and identify future improvements. 

5.1 Introduction 

This chapter covers the results of implementing and testing the adaptive MFA prototype built 

with Keycloak and a Flask-based Risk Engine. The outcomes are examined in light of the 

project's goals, which include the application of contextual and behavioural indicators, 

risk-based authentication choices, and artificial user modelling. 

The project showed how calculated risk levels can be used to modify authentication 

requirements. The system was assessed under both typical and suspicious login circumstances 

using artificial user profiles and authentication scenarios. The chapter also examines the 

trade-off between security and usability, highlights the prototype's shortcomings, and offers 

suggestions for future enhancements.  

 

5.2 Discussion of Findings Against Project Objectives  
This section evaluates how well and to what extent our project has met the 5 objectives stated 

at the beginning of the document. We discuss each objective in relation to its implementation, 

testing and findings.  

 

5.2.1 Objective 1 – Identification of Human Factors Affecting MFA 

Our first objective was addressed during the initial stages of our project, within the literature 

research phase. This is where we learned and identified the different factors that can influence 

how an MFA affects effectiveness. This research provided the foundation for varying levels of 
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authorisation based on people's risk levels, both because we understood the usability and risk 

sides of it through human factors.  

 

5.2.2 Objective 2 – Design of a Risk-Adaptive MFA Decision Model 
Objective 2 was achieved by developing a risk-adaptive MFA Decision model using the Flask 

framework and Python. Our risk-adaptive MFA Decision model accounts for risk indicators, such 

as failed login attempts, unfamiliar devices and geographic location changes and assigns an 

overall risk score to each authentication attempt. As outlined in section 3.10, the overall risk 

score was then categorised as Low, Medium, or High, and, based on this categorisation, the 

decision model determined the authentication requirements for that scenario.  

 

5.2.3 Objective 3 – Implementation of Adaptive MFA in Keycloak 

The Third objective we focused on throughout this project was implementing the proposed 

Keycloak simulation. To test this, we created 12 different synthetic user profiles, with varying 

levels of risk. This provided us with a controlled way to test the deployment and implementation 

of our adaptive levels of authorisation across different scenarios and to assess how, or if, it 

works. However, we cannot be certain of the friction it will cause with humans, since these were 

AI-generated users.  

 

5.2.4 Objective 4 – Deployment and Testing Within a Controlled Cyber Range 

Our fourth objective was to deploy and test the adaptive MFA we had created in a controlled 

cyber range. To do this effectively and safely, we operated within virtual machines using 

VMware, and within them we used Keycloak. The use of Wazuh, Zeek, and Suricata helped us 

gather information about the events and provided a basis for reviewing the prototype. We 

deployed the 12 synthetic users that we created with AI, on which we based our results for this 

project.  

 

5.2.5 Objective 5 – Evaluation Against Baseline MFA and Development of 
Recommendations 
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Our fifth objective was achieved through the evaluation of experiment results. Comparing results 

for authentication requirements, completion times, simulated abandonment, and successful and 

unsuccessful attempts across multiple synthetic user profiles helped us understand outcomes 

under different risk-based MFA policies. The findings from our experiment demonstrate that 

authentication requirements produce authentication friction but also provide stronger 

verification, particularly under suspicious conditions. Our experiment was limited, however, by 

the use of synthetic users and predefined attributes, and future research would likely benefit 

from human participant testing and a more complex risk classification system.  

 

Research question Finding Supporting evidence Section 

RQ1. How can a 

risk-adaptive MFA model 

be implemented in 

Keycloak? 

A Flask risk engine scored each login (F + 2D + 

3L) and returned a risk band; Keycloak 

conditional flows enforced password, password 

+ TOTP, or password + TOTP + email for low-, 

medium-, and high-risk. 

Risk engine validated 

against scoring rules; 

policy verification 

confirmed each band's 

factors 

4.2–4.4 

4.3.5 

RQ2. How do the 

authentication policies 

affect usability? 

Friction rose with policy strength: average 

completion time of 18.6 s, 32.1 s and 56.3 s. 

Simulated abandonment (21.7%) occurred only 

in medium- and high-risk scenarios. 

Completion times, 

steps, failure and retry 

rates, simulated 

abandonment 

4.6 

4.8.1 

RQ3. How effective are 

the policies against the 

tested threats? 

Each policy was enforced as configured: 

incorrect passwords and incomplete MFA were 

blocked, risk escalated with suspicious 

indicators, and no bypass was found. 

Effectiveness is limited to the threats tested. 

Security test cases 

ST-01 to ST-07; residual 

risks listed 

4.7 

4.8.2 

RQ4. How do synthetic 

human-factor 

assumptions influence the 

results? 

Abandonment and retry outcomes were 

produced by preset friction-tolerance and 

attempt thresholds, so they reflect the model's 

assumptions rather than real user behaviour. 

Persona attributes and 

abandonment rules; 

discussion of synthetic 

behaviour 

4.8.4 

5.4.4 

5.7.2 

Table 5.1: Research Questions, Findings and Supporting Evidence 

5.3 Discussion of the Security–Usability Trade-Off 

This section interprets the results from Chapter 4 on the tensions between security and usability. 
covers strengthening authentication and meeting user requirements based on risk bands for 

risk-adaptive Keycloak configuration. These configurations apply stronger authentication 
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requirements as risk increases. As each authentication requirement increases (password, 

TOTP, email verification), the friction heightens the tension in Security-usability trade-offs; 

increased MFA friction may push users to abandon or bypass MFA altogether (Arnold et al., 

2022). This section further compares the friction caused by heightened authentication 

requirements across the risk bands (time, steps, attempts, and abandonment). Each 

security-heightened authentication level is demonstrated to compare security protections 

against friction, whilst recognising that these results are simulated rather than reflecting real 

user interactions and behaviours.  

 

5.3.1 Benefits of Risk-Adaptive Authentication  

Risk-Adaptive Authentication can provide benefits to university and/or business settings through 

giving users a frictionless experience that doesn’t constrain their daily routines. Having a 

three-tier risk classification can impose stronger controls by providing a smooth experience for 

low-risk users while reserving aggressive, resource-intensive actions for high-risk users. By 

identifying high-risk users, we can isolate them from the network to conduct investigations such 

as email verifications, mandatory password resets or manual reviews. Additionally, Zero Trust 

controls are up to standard, as each request is never automatically verified; every request is 

always reviewed based on the user’s geolocation, network, devices, and credentials (Robertson 

& Kosinski, 2026). If we were to impose the same authentication requirement on every user, it 

would frustrate legitimate users and hinder progress in authentication, reducing productivity.  

 

 

 

 

 

5.3.2 Authentication Friction and User Experience 

Medium-risk users require additional authentication steps compared to low-risk users, which 

take longer time to complete their scenario but would not trigger an automated fail because 

other factors could suggest that they are using a private browser but were in a familiar location 

or an appropriate geolocation shift, as demonstrated in M-06. Or if there were failures to log in 
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and suffered an account lockout after 3 failed attempts, then the user has another opportunity to 

do so by waiting for a recovery (shown in Code S5), then later re-entering new password 

credentials and email OTP, shown in M-03, but will have to wait even longer, further delaying 

completion time to become produced.  

 

5.3.3 Security Improvements and Their Costs 

The implemented policies have demonstrated stronger enforcement against tested threats, with 

remediation steps based on appropriate risk scoring. For example, (shown in R-6)  an attacker 

has been shown to intercept an account through social engineering, which sets a risk score of 

70, putting them as a risk user. Another threat we tested was phishing (shown in R-02), where 

phishing-resistant WebAuthn was implemented because an attacker held the user’s phished 

password, and it was detected on an unrecognised device and network.  

5.3.4 Implications for Authentication Policy Design 

An organisation will need to balance authentication requirements and operational needs by 

relying heavily on Single Sign-On, where employees can log in once to access authorised 

applications, effectively meeting their operational needs without repeated friction or additional 

information (shown in L-02). This reflects the core user-centric security design, where it's for 

employees to take the necessary steps while stabilising their workflow and improving 

productivity, along with risk-adaptive, where if the user is low risk, they can operate smoothly. 

Furthermore, using contextual access control can factor in the employee’s location, time of day, 

and network before attempting to log in, ensuring security is highly standardised.  
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5.4 Discussion of Human Factors 

Human factors, including behaviour, habits and psychology, play a critical role in achieving 

effective Multi-Factor Authentication. However, MFA must adapt to certain human traits to allow 

authorised users to authenticate easily while making it difficult for attackers to intercept. 

Context-adaptive controls, such as risk-adaptive controls, can adapt to and respond to certain 

human traits by leveraging context. For example, repeated unintentional mistakes due to 

frustration can put users at high risk. Still, risk-adaptive controls could absorb and adapt to 

those users by collecting additional information, such as known IP addresses, trusted devices, 

and familiar geolocations, to distinguish between a trusted individual and a brute-force attacker. 

Furthermore, humans who consistently exhibit normal traits tend to have smooth experiences 

due to their low-risk factors.  

 

5.4.1 Technical Confidence and MFA Interaction 

The technical confidence assumptions were represented in the synthetic model by processing 

the mental model in which its users are able to navigate MFA interactions, understand how to 

identify verifications, and view MFA as necessary. Additionally, there were assumptions that 

users are highly confident in navigating MFA and successfully pass through without any friction 

or drawbacks, but also assumed that users may experience some friction due to minor 

mistakes, an unfamiliar IP address or using a new device, requiring additional verification but 

displaying a low rate of abandonment and eventually passing the MFA stage. Other 

assumptions could be significantly low, where users present huge difficulties due to frustration 

and pressure or attempting to brute-force, requiring additional verifications but leading to 

abandonment and an account lockout by the system. 
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5.4.2 Authentication Fatigue and Friction Tolerance 

Throughout our simulation, 21.7% of simulated abandonments occurred when the AI agents 

took longer to complete a specific task. There was also a maximum limit on runs per person 

before usage limits were reached. We could only run a limited number of attempts for each 

individual/scenario to ensure we don’t overuse and get a fair value. Even if some attempts were 

incomplete or invalid, we could only log valid runs. There was also a repeated authentication 

requirement, in which most synthetic users used passwords, followed by TOTP as an additional 

factor. This indicates that TOTP was fast, easy to use, and secure due to its time-based nature, 

limits, and ease of reading and typing.  

 

5.4.3 Accessibility and Diverse User Needs 

The accessibility-related assumptions were that those who constantly have physical devices on 

them and repeatedly use authenticator apps or SMS codes for authentication are typically under 

no pressure and can effortlessly pass the authentication steps without problems or errors. 

Additionally, they have no problem navigating between their smartphone and computer and 

accurately typing their code quickly before the session expires. Another assumption is that 

users don't always have their mobile devices with them 24/7 and have to retrieve them to enter 

a code before the session expires. Both devices are on similar IP addresses and are both 

well-known. Furthermore, the assumption that users without a secondary device hasn’t been 

tested across different risk categories, although it was immediately assumed they would be 

locked out if they were high-risk users.  

 

5.4.4 Limitations of Synthetic Human Behaviour 

Synthetic users and predetermined thresholds cannot exhibit real human behavioural changes 

or emotional depth because they operate on statistical data rather than biological experience; 

they tend to rely on algorithmic rules rather than developing feelings in response to a given 

experience. Furthermore, AI agents tend to please their users, leading to prompt bias toward 

false-positive answers, a lack of in-depth discussion, and a failure to make any improvement. 

Synthetic users lack the emotions, depth and lived experience required to simulate real-life 

situations and instead use language patterns and text aggressiveness to determine the answers 

to prompts, which fails to fully capture the real world. 
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5.5 Comparison with Existing Literature and Authentication 

Guidance  

Here we will discuss similarities between the project and previous work highlighted in Chapter 2. 

This includes a comparison of MFA usability, risk-based authentication, and security principles 

within authentication. This can be used to identify how this project has built upon previous 

research and to identify where there is limited evidence. 

 

5.5.1 Comparison with MFA Usability Research 

The importance of login duration, repetition and authentication errors is highlighted within the 

literature reviewed in Chapter 2. Several studies have investigated the impact of login duration 

on user satisfaction whilst using MFA (Kruzikova et al., 2024). Other studies have investigated 

how users perceive two-factor authentication (Marky et al., 2022). It was found that users felt 

that two-factor authentication would interrupt them from doing what they wanted to do. This 

gives us a reason to investigate the effort required for authentication with MFA. 

 

5.5.2 Comparison with Risk-Adaptive Authentication Research 

Chapter two covers risk-adaptive authentication. A key example studied in this area was a 

large-scale study on risk-based authentication (Wiefling et al., 2023). This study is useful to 

compare as it provides insight into how additional authentication can be applied. 

The project uses the same underlying concept but on a smaller scale. The risk engine assigns 

specific values to different conditions such as new devices, different countries and failed login 

attempts. Depending on the chosen risk level, different authentication policies will be enforced. 

As this project is not operating on a large scale, there are only a few defined scenarios. 

Therefore, we can provide evidence of how the rules and flows have been set up, but not how 

they would perform in a real-world scenario. 

 

5.5.3 Alignment with Authentication Security Guidance 
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In our project, we have considered how secure each authentication process is, rather than 

simply counting the number of steps. We have designed our policy to use passwords only for 

low-risk logins, passwords + TOTP for medium-risk logins, and finally passwords + TOTP + 

email verification for high-risk logins. This does not guarantee that the login will be secure 

against all attacks; however, we are drawing conclusions only from the tests we have 

completed. 

We have also considered independence of factors. This is where we determine whether by 

compromising one factor, we would compromise another. For example, if an attacker had 

access to the user's email, they could access both the password reset and email verification. 

This would not be independent. 

Another thing to consider is phishing. The attacker could create a fake login page and trick the 

user into entering their password and current TOTP code. They can then instantly use these 

details on the actual website. We therefore do not consider TOTP resilient to phishing attacks. 

NIST guidelines explain that one-time codes can be relayed by an attacker when they are 

manually entered. 

We have also considered risks around recovering the account. Whilst there may be multiple 

steps to complete during the login process, there could be a weaker password reset or 

authenticator recovery process. Allowing the authenticator to be removed via a weak recovery 

process could reduce the security of the login process. We are only considering the recovery 

processes we have tested. We are not claiming our system is fully secure against all 

authentication attempts, as we have multiple verification steps. 

 

5.5.4 Implications for Identity and Access Management 

This project demonstrates how security and usability can be considered within Identity and 

Access Management. Previous work has examined how a system can cause friction by 

requiring users to wait longer to log in, repeat authentication steps, and feel disrupted. Other 

research has been done around risk-based authentication. This project combines these ideas 

into one Keycloak environment. 

The system design requires users to enter their password when logging in at a low risk level. 

Users will have to provide their password plus a TOTP code if they are attempting to log in at a 

medium risk. If they are logging in at a high risk level, they will also have to verify their email 
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address. This reduces the number of steps users must complete during login. The additional 

verification steps are applied when there is a higher risk associated with the login attempt. This 

could help reduce the number of steps required for standard logins. Whilst also ensuring that 

additional steps are in place for any suspicious logins. 

However, it should be noted that this project was tested in a controlled environment using 

synthetic users. This means that the results only demonstrate how the configured policies 

performed within the scenarios. It does not prove that the model will improve the satisfaction of 

real users or that it is ready to be implemented within all organisations. 

The key takeaway for organisations will be that whilst increasing authentication steps, you also 

need to consider how much effort is being added, what is actually being protected by the steps 

and if the recovery processes might undermine the standard login process. Before implementing 

a risk-adaptive model, you would need to test with real users, ensure the risk levels are 

appropriate and ensure the security meets relevant guidance. 

 

Study Reported finding This project's finding Relationship 

Kruzikova et al. 
(2024) 

Actual and perceived login 

time shape users' satisfaction 

with 2FA and their view of its 

security (337 users). 

Completion time rose from 

18.6 s to 56.3 s as factors 

were added. 

Consistent: time is a key 

measure of friction. This 

project did not measure 

satisfaction. 

Marky et al. (2022) Users found banking 2FA 

tedious and disruptive to their 

tasks (42 interviews). 

Extra steps applied only to 

medium- and high-risk logins, 

where all abandonment 

occurred. 

Consistent: the adaptive 

design confines interruption 

to riskier logins. 

Hastings et al. 
(2025) 

Moving to number matching 

raised mobile MFA failures 

from 10.2% to 17.9%. 

Stronger policies produced 

longer completion times and 

simulated abandonment. 

Consistent: stronger 

controls increase the 

difficulty of authentication. 

Sakshi et al. 
(2026) 

75% of surveyed users had 

quit an app over a complicated 

login; 54% were frustrated by 

separate devices. 

21.7% simulated 

abandonment, all under 

multi-step policies. 

Directionally consistent, but 

simulated rather than 

self-reported. 

Jubur et al. (2025) About 49.6% of simulated 

attack push prompts were 

approved, showing fatigue risk. 

Push MFA was not used; 

fatigue was modelled only 

through tolerance thresholds. 

Different method: MFA 

fatigue attacks were not 

tested. 
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Wiefling et al. 
(2023) 

Risk-based authentication 

rarely re-challenged legitimate 

users while blocking most 

targeted attacks (31.3 million 

logins). 

Same principle on 12 

scenarios: low-risk logins kept 

to a password; suspicious 

logins escalated. 

Consistent in concept; 

small scale, so real-world 

performance is not shown. 

Son et al. (2025) AI risk-adaptive MFA in 

Keycloak scored logins with 

97% accuracy but did not 

measure human experience. 

Rule-based engine; friction 

and abandonment measured 

for simulated users. 

Extends: adds usability 

outcomes, with simpler risk 

classification. 

Amft et al. (2023) Account recovery often failed 

or offered a way around MFA. 

Recovery was not tested; 

flagged as a residual risk. 

Gap: not addressed by this 

project. 

NIST SP 
800-63B-4 
(Temoshok et al., 
2025) 

Manually entered one-time 

codes can be relayed by an 

attacker and are not 

phishing-resistant. 

TOTP was not treated as 

phishing-resistant. 

Aligned with guidance. 

Table 5.2: Comparison of Findings with Existing Literature 

 

5.6 Research and Technical Contributions 

Throughout this project, we have conducted a practical investigation into a risk-adaptive 

Multi-Factor Authentication system using Keycloak, focusing on how authentication 

requirements can be adjusted based on users' expected risk, informed by specific risk factors. 

By using Keycloak in a controlled, virtual environment, we can safely test and implement it. The 

main contributions to be able to do this are the controlled testbed, the risk-adaptive MFA model, 

the synthetic scenarios and the documented evaluation method. 

 

5.6.1 Controlled Keycloak Authentication Testbed 

This project has been carried out within a controlled virtual environment using Keycloak, which 

allows us to examine authentication configurations and different login scenarios without affecting 

any real users or systems. By using different virtual machines throughout the project, we 

created a structured environment for configuring, testing, and monitoring the authentication 

behaviour of this risk-adaptive MFA.  

81 



Human Factors in Multi-Factor Authentication 

The central identity and access management testbed throughout this experiment is Keycloak, 

which handles user authentication and the associated MFA requirements. Keycloak allows us to 

apply our configured risk level to each scenario, thereby implementing different layers of 

authentication for users.   

5.6.2 Risk-Adaptive Authentication Policy Model 

One of the main components of this project is the risk-adaptive behaviour of our authentication 

system. To implement this, we configured the application to apply different authentication 

measures based on each user's estimated risk level.  

Our risk score model operates on three levels: low risk is a calculated score of either 0 or 1. 

Medium risk, which is a calculated score of 2-4, and finally high risk has a score of 5+.  

The formula that is followed, in order to calculate this level of risk for each individual user, is: 

Risk Score = F + (2 x D) + (3 x L) 

 

Where:  

F = Number of failed Attempts 

D = New Device 

L = Different Country 

 

Using this formula is a brilliant way for us to determine risk level, because as talked about in 

chapter 3 of this project, these three factors of F, D and L are three of the largest risk factors for 

authentication systems. We give a failed attempt a score of 1 here because it is the least risky 

action someone could take. A new device is given a score of 2 because it could potentially be a 

compromised account. Finally, a different country is given the highest score of 3 because it is 

extremely suspicious, especially when paired with a new device, indicating that an account is 

highly likely to have been compromised.  

 

5.6.3 Synthetic Persona and Scenario Framework 

A major contribution to the completion of this project was the creation of 12 synthetic user 

personas to support the 12 scenarios. Since this was in a controlled environment, we used AI to 

generate 12 personas at random, with varying levels of cyber knowledge and experience. Each 
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of these different personas had a different login scenario, displaying different numbers of failed 

login events or whether they were logging in from a new device or another country, in some 

cases both. These displayed the different levels of risk threats that a company can face and why 

having a good MFA is such an important aspect for a company.  

The framework used allowed us to test multiple different scenarios and risk levels, rather than 

repeating the same example multiple times. This is crucial because it allows us to test our 

system across the different possible scenarios.  

Overall, the persona model was created using an AI agent for 12 personas with varying 

personalities and levels of cyber experience; we used these in multiple scenarios to test our 

MFA and ensure it works across them.  

 

5.6.4 Reproducible Security and Usability Evaluation 

Another contribution to this project is the development of a structured evaluation plan to assess 

this risk-adaptive MFA under controlled conditions. Our evaluation uses the predefined 

scenarios, created through AI, which allows us to examine multiple different examples of threats 

and risks that will be faced. By documenting these results, we can analyse them over time to 

ensure the system is working correctly.  

From a security perspective, this analysis and evaluation allow us to identify whether dynamic 

authorisation is working correctly, with the estimated risk score calculation and the application of 

the correct level of authorisation. We can also analyse whether implementing these layers of 

authorisation is necessary. Through the single layer- just the password for low-risk people- 

through to 3-layer authorisation, including password, TOTP and email verification for high-risk 

people.  

From a usability perspective, the evaluation also considers the inclusion of extra authentication 

methods and how this may affect regular users. The introduction of these extra layers may add 

potential unnecessary friction for the regular user, which is where the trade off between security 

and usability is crucial. Comparing these policies with our results and other MFA policies will 

help us determine the usability-versus-security trade-off for our dynamic system.  

The documented procedure provides a basis for us to work from; however, with only these 12 

scenarios, it is hard to determine whether these policies strike the right balance between 
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usability and security. The aim of the dynamic system is to provide a high level of security for 

high-risk users while keeping it simple and reducing unnecessary friction for the everyday user.  

 

 

Figure 5.1: Summary of Security-Usability Findings and Project Contributions 

 

 

Objective (Section 1.3) Evidence Status 

1. Identify cognitive, behavioural 

and usability factors affecting MFA 

and use them to define simulated 

behaviours and risk indicators 

Literature review (Chapter 2); factors mapped to 

persona attributes (technical confidence, friction 

tolerance, maximum attempts) and to the risk 

indicators F, D and L (3.5, 3.9, 5.2.1) 

Achieved 

2. Design a risk-adaptive MFA 

decision model 

Risk score = F + 2D + 3L with low, medium and 

high bands mapped to authentication policies (3.7, 

4.3.3, 5.2.2) 

Achieved 
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3. Implement the model in 

Keycloak and develop synthetic 

user scenarios 

Keycloak 26.0.7 conditional flows with 

risk-gateway client; 12 personas each assigned a 

scenario (4.2–4.4, 5.2.3) 

Achieved (12 of 20 

planned scenarios) 

4. Deploy and test in a controlled 

Cyber Range and collect telemetry 

with monitoring tools 

VMware environment deployed; Keycloak events 

logged (4.2.4). Wazuh, Zeek and Suricata are 

stated as used (5.2.4), but no monitoring results 

are reported 

Partially achieved 

5. Evaluate against a baseline 

MFA configuration using defined 

metrics, and develop 

recommendations 

Three adaptive policies compared on time, steps, 

failures and abandonment (4.6, 4.8); 

recommendations in 5.8. No separate static 

baseline results are reported 

Partially achieved 

Table 5.3: Project Objectives and Achievement Status 

 

5.7 Research Limitations  

During the research for this study, challenges were encountered. While many other studies used 

synthetic users, others included human participants who could provide usability insights and 

identify constraints through different MFA methods. There was limited research that also used 

synthetic users, while Son et al. (2025) provided AI-risk-based authentication with 500,000 

synthetic users; no other research provided in-depth value regarding synthetic users in 

risk-based MFA. While they also use authentic users, which lack real-time human behavioural 

aspects, other researchers who have used human participants had small sample sizes, which 

are very small compared to a large population such as a university and used surveys that do 

gain users’ insight and satisfaction; users tend to forget or randomly select answers due to 

multiple long questions instead of a walkthrough to capture user frustrations in real time fully. 

 

5.7.1 Absence of Human Participant Testing  

This study cannot involve human participants due to the timeframe and ethical requirements, so 

it instead creates synthetic users to simulate different scenarios among low-, medium-, and 

high-risk users. The study was unable to establish a real behavioural relationship between users 

and Keycloak, making it difficult to discuss and improve user satisfaction. Without a practical 

walkthrough with real users, the study could miss usability insights, limiting its ability to identify 
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constraints and pinpoint emotions in real time. If those perceptions are unseen, authentication 

fatigue could be mistaken for inaccuracy or incompleteness, as synthetic users tend to give 

biased answers to please them, leading to a false positive. 

 

5.7.2 Synthetic Persona Assumptions  

This study integrates 12 synthetically created personas with assigned tolerance thresholds and 

technical confidence. The research is limited to synthetic personas and our manual input and 

biases. The abandonment and retry results depend on the simulated personality traits chosen 

for each user. Each threshold can ultimately influence which risk levels real users consider 

frustrating. The findings indicate that policies within Keycloak behave under predetermined 

assumptions, not on real user response. 

 

5.7.3 Limited Authentication Methods  

Password, TOTP, and email verification were implemented in our experiments. By not 

integrating further SMS, USB security keys, or phishing-resistant methods, we ultimately limit 

the ability for other MFA methods to be considered more efficient and effective. 

 

5.7.4 Simplified Risk Classification  

Within this study, only 4 rule-based indicators are used (device, IP, location/time, and network), 

each assigned a risk band based on the simulated user context (including overseas, VPN,n or 

unknown addresses). Because synthetic users are assigned predetermined risk-band tiers from 

their scenario, this does not test realistic policy classification accuracy; rather, it tests whether 

the policy is enforced.  

 

5.7.5 Controlled Laboratory Environment  

By testing our experiments only in a simulated, isolated virtual environment, we considerably 

limit our ability to obtain accurate results for user capacity and real network conditions. These 

limitations affect the ability to accurately measure completion times and failure rates under 

real-world conditions, including latency and email delays. 
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5.7.6 Security Test Coverage  

The simulated threat scenarios include incorrect passwords, credential reuse, unauthorised 

attempts, and brute-force attempts. The design of our research limits the ability to represent 

only the enforcement of policies by intended factors we allowed. Not including phishing, proxy 

attacks, or MFA fatigue attacks limits the research's consideration of every possible attack.  

 

Limitation Description Implication for the findings Addressed in 

Absence of human 

participant testing 

(5.7.1) 

Synthetic users replaced real 

participants because of time and 

ethics constraints. 

Actual satisfaction, perceptions and 

authentication fatigue cannot be 

established. 

5.8.1 

Synthetic persona 

assumptions (5.7.2) 

Tolerance thresholds and 

technical confidence were set 

manually. 

Abandonment and retry rates 

depend on the chosen thresholds 

and may not reflect real users. 

5.8.4 

Limited authentication 

methods (5.7.3) 

Only password, TOTP and email 

verification were implemented. 

Phishing-resistant and other 

methods could not be compared. 

5.8.2 

Simplified risk 

classification (5.7.4) 

Rule-based indicators with 

predetermined risk bands per 

scenario. 

The study tests policy enforcement, 

not real-world classification accuracy. 

5.8.3 

Controlled laboratory 

environment (5.7.5) 

Isolated virtual environment 

without real network conditions 

or user load. 

Completion times and failure rates 

may differ under latency, email 

delays and production load. 

5.8.5 

Security test coverage 

(5.7.6) 

Phishing, proxy and MFA fatigue 

attacks were not tested. 

Security conclusions apply only to 

the tested threats. 

5.8.2 

5.8.5 

Single IAM platform 

(Section 1.4) 

The evaluation was conducted 

in Keycloak only. 

Findings may not transfer to other 

identity platforms. 

5.8.6 

Table 5.4: Research Limitations and Implications 

5.8 Recommendations for Future Work  

Recommendations within this study could be extended to the duration of the study to allow 

human participants to conduct a walkthrough within different locations, devices and IP 

addresses, observing them using and attempting the authentication process; risk calculations 
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would also be presented after the walkthrough without letting participants know what scores 

they got and which categories they were put into. This would help identify emotions and 

behaviours individuals experience in real time; we could also provide a timeframe for users who 

are successful to determine whether the timing was appropriate to minimise workflow 

disruptions. We can also use synthesis users to compare results and identify which users 

engage in the riskiest actions. Furthermore, we can gain more value from human participation 

by conducting a short survey, rating how Risk-based authentication Keycloak works for them.   

 

5.8.1 Conduct Human Usability Testing  

If the appropriate human ethics approval were obtained, the duration of this study would be 

longer; it could take us up to 6 months to recruit human participants, conduct a walkthrough, 

and establish and maintain Keycloak within a Virtual machine, which could introduce technical 

and scheduling difficulties along the way. This way, it will boost user confidence in getting 

comfortable with risk-adaptive if implemented, and shape perceptions through identifying and 

discussing participant insights. However, using human testing won’t allow us to determine which 

participants are considered low, medium, and high risk before the walkthrough, which could lead 

to inconsistent baseline data and make it difficult to evaluate how effectively the three-risk 

models perform under various conditions.  

 

 

 

 

 

 

Recommendation Key actions Addresses Priority Rationale 

Conduct human 

usability testing (5.8.1) 

Obtain ethics approval; run 

walkthroughs with real 

participants; measure completion 

time, errors, accessibility and 

perceptions 

5.7.1, 5.7.2 High Addresses the main 

limitation; needed 

before any claim about 

real users. Longest 
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lead time (up to 6 

months). 

Evaluate 

phishing-resistant 

authentication (5.8.2) 

Add passkeys, FIDO2 and 

WebAuthn to the high-risk policy; 

test phishing and relay scenarios 

5.7.3, 5.7.6 High TOTP and email codes 

are not 

phishing-resistant, so 

the highest-risk logins 

remain exposed. 

Improve risk 

classification (5.8.3) 

Weighted or continuous scoring; 

IP and device reputation; feed 

Wazuh, Zeek and Suricata alerts 

into the risk engine; validate 

false-positive rates 

5.7.4 Medium Moves the study from 

testing enforcement to 

testing classification 

accuracy. 

Evaluate realistic 

operational conditions 

(5.8.5) 

Emulate latency and packet loss; 

test recovery procedures end to 

end; run longitudinal simulations 

5.7.5, 5.7.6 Medium Checks whether timing 

and security results 

hold outside the 

laboratory. 

Expand the synthetic 

persona model (5.8.4) 

Add evidence-based accessibility, 

device and recovery scenarios; 

calibrate thresholds; run sensitivity 

analysis 

5.7.2 Medium Low cost and improves 

the realism of future 

simulations. 

Compare alternative 

IAM platforms (5.8.6) 

Repeat the scenarios on Authentik 

or ZITADEL, then commercial 

platforms such as Okta, Auth0 or 

Entra ID 

Single-platform 

scope 

Lower Valuable for 

generalisability once 

the core model is 

validated. 

Table 5.5: Future Work Recommendations and Priorities 

 

 

 

 

 

5.8.2 Evaluate Phishing-Resistant Authentication  

Passkeys are a recent authentication method that uses public-key cryptography to make logging 

into the system faster and easier. It provides multiple benefits, such as not being intercepted or 
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stolen because it doesn’t use passwords, preventing brute-force attacks, credential stuffing, and 

phishing emails, and eliminating the need to remember passwords. Only using PIN verification 

and biometric methods can allow access locally on your device. However, Passkeys can be 

easily lost if the hardware device that stores them is lost or infected with malware, allowing 

attackers to gain unauthorised access to passkeys and, therefore, accounts. If a fingerprint is 

used, there is no way for users to change it (White, 2025). FIDO2 is a concept similar to 

passkeys that eliminates the need for passwords, but it is hardware-bound. FIDO2 has strict 

security policies, fits in a Zero Trust enterprise and provides protection against remote malware 

and phishing. However, losing a physical security key can result in a permanent lockout, and 

repeatedly inputting an incorrect PIN can trigger a secure defence that permanently wipes keys 

and stored credentials without manual review (Sloan, 2023). WebAuthn binds credentials to a 

specific domain name, resisting phishing. Instead of using passwords, it uses biometric 

authentication, providing a frictionless user experience. However, account recovery can be 

challenged if the physical security key is lost or stolen. It is complex to implement because it 

requires developers to handle complex cryptography, correctly register public keys, and requires 

further maintenance and patches.  

 

5.8.3 Improve Risk Classification  

The decision model used in this study considered login attempts within three fixed risk levels 

using four indicators: device familiarity, IP address, login location and time, and network trust. 

Each of these indicators was assigned to a predefined category, with this rule-based approach 

found to be suitable in real-world deployments, including, but not limited to, IP and device 

reputation, threat intelligence feeds, and/or behavioural patterns that develop over time. Future 

work could replace these fixed categories with adaptive, weighted and continuous risk scores 

that combine several signals. Examples of this include data on IP reputation, device 

fingerprinting and behavioural biometrics, such as keystroke dynamics and mouse movement 

(Shuford, 2024). Data of this nature can also be collected by Endpoint Detection and Response 

(EDR), Security Information and Event Management (SIEM), Network Intrusion 

Detection/Prevention System (NIDS/NIPS) and Network Detection and Response (NDR) 

software. Such tools include Wazuh, Zeek, and Suricata, which can feed into a risk engine of 

this nature, allowing network-level detection to directly impact the authentication policy applied 

to a login.  

90 



Human Factors in Multi-Factor Authentication 

This can be further developed through machine learning, which offers a modern and adaptive 

pathway to better understanding human behaviour and mapping it to given risks.  

 

5.8.4 Expand the Synthetic Persona Model 

The synthetic persona model used in this study utilised twelve profiles. Each profile was defined 

by its role, enrolled credentials, technical confidence, friction tolerance and the maximum 

number of attempts before being locked out. These attributes were assigned manually as 

assumptions, with accessibility needs represented by an additional single persona with low 

vision who requires a screen reader. Further emphasis could be placed in the future as to 

accessibility, context of the device used and the scenario in which authentication is requested. 

Each additional consideration should be justified using published evidence rather than 

researcher judgement.  

In terms of accessibility, additional personas could represent users with motor impairments, who 

may struggle to enter a time-based one-time password (TOTP) before it expires, and users with 

cognitive or learning disabilities, who may find multi-step flows or transcribing codes difficult. 

This would extend the earlier discussion of how motor, visual and cognitive needs affect users’ 

ability to complete MFA independently (Section 2.3). These personas could also be used to test 

the Keycloak login flow against the Web Content Accessibility Guidelines (WCAG) 2.2. Success 

Criterion 3.3.8, Accessible Authentication (Minimum), requires that authentication does not 

depend on a cognitive function test, such as remembering or transcribing a code, unless an 

alternative or assisting mechanism is provided (W3C, 2023).  

For device context, scenarios could include shared or hot-desk workstations, users without a 

personal smartphone, and lost, broken, or flat-battery devices (which could indicate automated 

or simulated devices). These address the frustration with separate-device requirements 

reported by Sakshi et al. (2026). Authentication scenarios could also consider account recovery 

after device loss, which Amft et al. (2023) found to be frequently unsuccessful, as well as 

delayed email one-time passcodes and repeated logins over the course of a working day to 

model cumulative friction.  

Finally, persona attributes should be founded on empirical data. Friction tolerance and maximum 

attempts could be calibrated against measured completion and response times from studies 

such as Kruzikova et al. (2024) and Jubur et al. (2025), and the mix of personas could reflect 
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population data on disability and technology use. A sensitivity analysis that varies these 

thresholds would show how sensitive the study’s findings are to the assumed values. This would 

address the limitation identified in Section 5.7.2.  

 

5.8.5 Evaluate Realistic Operational Conditions   

This study evaluated Keycloak in an isolated virtual environment with stable network conditions, 

fixed login contexts and no account recovery process. As per Section 5.7.5, results may 

therefore differ in production deployments. Future work should test the risk-adaptive model 

under conditions that more closely reflect day-to-day operation. 

Network variability is the first of these. Network emulation tools, including Linux traffic control (‘tc 

netem’), could introduce latency, packet loss, and intermittent connectivity into the testbed to 

measure their effects on authentication time, timeouts, and failed attempts, which are conditions 

particularly relevant to time-sensitive factors. Delayed email one-time passcodes may expire 

before use, and clock drift between devices can cause valid TOTP codes to be rejected. 

Keycloak’s OTP “look-around window”, which accepts codes from adjacent time steps, could be 

tuned and evaluated to balance tolerance to drift against code security. Network context can 

also affect risk classification itself. Users on mobile networks often share public IP addresses 

through carrier-grade NAT, and users connecting via VPNs may appear to have changed their 

location. Both of these factors could cause the IP and location indicators to misclassify 

legitimate logins. 

Recovery procedures are the second area. Section 5.8.4 proposes recovery scenarios for 

individual personas; this work would instead evaluate the recovery process end-to-end. It would 

cover the use of recovery codes, administrator-assisted resets through a service desk, and the 

re-enrolment of MFA factors. This is because recovery serves as both a source of friction and a 

common target for attackers, since a reset process that is too permissive can be exploited 

through social engineering. As a result, every recovery path should therefore be assessed for 

both usability and security. 

Finally, future work should examine how authentication contexts change over time, as this study 

classified each login independently rather than recognising longitudinal patterns. In practice, a 

user’s devices, locations and working patterns shift gradually. A longitudinal simulation run over 

several weeks could test whether the model’s baseline of normal behaviour adapts 
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appropriately, and how often legitimate users are reclassified as higher risk (Mthethwa et al., 

2025). The simulation could also evaluate mid-session context changes, such as a user 

switching networks after logging in. This would link to the continuous authentication approaches 

discussed in Section 2.3 (Ayeswarya S & K, 2025).  

 

5.8.6 Compare Alternative IAM Platforms 

This study was conducted solely in Keycloak, primarily because it is open-source, freely 

deployable in an isolated environment, and extensible enough to support a custom risk-adaptive 

authentication flow. Its findings therefore describe one platform. Future work should assess 

whether the methodology can be transferred to other Identity and Access Management (IAM) 

systems, and whether the usability-security trade-offs observed here hold across them. 

Several components of the methodology are platform-independent and could be reused with 

little change. These include the synthetic persona framework, the test scenarios and the 

evaluation metrics of time to authenticate, interaction steps, prompts and failures. Keycloak 

supports standard protocols such as OpenID Connect and SAML 2.0, as do most IAM 

platforms, meaning that the test applications and AI agents could authenticate against 

alternative platforms without redesign. The risk-adaptive decision model, however, was 

implemented through Keycloak’s conditional authentication flows, an adaptive authentication 

extension (Bartoš, 2026) and a separate risk engine. This would need to be rebuilt for each 

platform. This rebuild would itself reveal how easily each platform supports adaptive 

authentication. 

A comparison could begin with other open-source platforms, such as Authentik or ZITADEL, 

which offer the same level of control and inspection as Keycloak. Commercial platforms such as 

Okta, Auth0 and Microsoft Entra ID would offer a different comparison, as they provide built-in 

risk-based authentication rather than requiring it to be configured. These platforms’ risk engines 

are proprietary, meaning that evaluation would compare observable outcomes, such as which 

scenarios trigger additional factors, rather than the scoring logic itself. Quispe Salazar and 

Vereau Jacobo (2025) compared Keycloak with Okta and Auth0 through a systematic review, 

and experimental testing would add first-hand evidence to that comparison. Practical constraints 

would also need to be addressed, including licensing costs for advanced risk features, limits on 

developer or trial tenants, and terms of service that may restrict automated login testing or 

trigger bot detection. 
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5.9 Overall Conclusion  

This project set out to examine how human factors affect the balance between usability and 

security in Multi-Factor Authentication (MFA), and whether a risk-adaptive approach could 

reduce unnecessary authentication friction without weakening protection. To investigate this, the 

project developed a risk-adaptive MFA prototype using Keycloak 26.0.7 and deployed it in an 

isolated virtual environment. A Flask risk engine scored each login attempt using three 

indicators: failed attempts, new devices and changes in country. The resulting score placed 

each login in a low-, medium-, or high-risk band, and Keycloak’s conditional authentication flows 

then enforced the corresponding policy: password-only, password and TOTP, or password, 

TOTP, and email verification. Twelve synthetic personas, each with defined technical 

confidence, friction tolerance and attempt limits, were used to test the system across twelve 

authentication scenarios. 

The results showed a clear trade-off between security and usability. Average completion time 

rose from 18.6 seconds under the low-risk policy to 32.1 seconds under the medium-risk policy 

and 56.3 seconds under the high-risk policy, roughly three times the low-risk time. All simulated 

abandonment (21.7%) occurred in medium- and high-risk scenarios, which suggests that each 

additional factor raises the likelihood that a user gives up. On the security side, every policy was 

enforced as configured. Incorrect passwords and incomplete MFA attempts were blocked, risk 

scores escalated as suspicious indicators accumulated, and no authentication bypass was 

observed. Because the model is adaptive, the additional friction was applied only when login 

conditions indicated elevated risk, and routine logins carried the lowest authentication burden. 

The project makes four main contributions. It provides a controlled Keycloak testbed in which 

MFA configurations can be tested safely without affecting real users or systems. It defines a 

transparent risk-adaptive policy model that links contextual indicators to authentication 

requirements. It offers a synthetic persona and scenario framework for representing differences 

in user behaviour. Finally, it documents an evaluation procedure that records both security and 

friction outcomes, so the tests can be repeated and extended. 

These findings must be read within the study’s limitations. The personas were synthetic, and 

their abandonment and retry behaviour was produced by preset thresholds rather than by real 

users. The login context was supplied via predefined inputs, the experiment was conducted in a 
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laboratory environment, and only three authentication factors were implemented. Several 

important threats were not tested, including phishing, session hijacking, MFA fatigue attacks and 

account recovery exploitation. The results therefore show how the configured policies behave 

under controlled conditions; they do not show how real users would respond or how the model 

would perform in production. Future work should prioritise human usability testing, 

phishing-resistant authentication methods and more sophisticated risk classification. Overall, the 

project demonstrates that risk-adaptive MFA offers a practical way to reserve stronger 

authentication for riskier logins while keeping routine access simple. Any organisation adopting 

such a model should still validate it with real users and against current authentication guidance 

before deployment. 
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Project Management Timeline 
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Group Reflection 

Introduction 

When we started this capstone, our idea was fairly loose. We knew MFA frustrates people and 

that frustrated users find ways around it, but we didn’t have a clear plan for how to study that. 

By the end, the seven of us had built a working risk-adaptive MFA system in Keycloak, tested it 

with twelve synthetic users, and written up what it showed, and also what it couldn’t show. This 

reflection looks at how we got there, what went wrong along the way, and what we’d do 

differently. 

What went well 

The part we’re proudest of is that the system actually works. Most of us had never touched 

Keycloak before this project, so getting it running in a virtual machine, setting up conditional 

authentication flows and connecting it to our Flask risk engine took a lot of trial and error. The 

first time a high-risk test login was asked for a password, a TOTP code and an email check, 

while a low-risk one got through with just a password, was a good moment for the group. It was 

the first time the idea in our proposal looked like something real. 

Splitting the report by section worked well for us overall. Giving each person ownership of a 

chapter or part of the build meant people could go into real depth instead of everyone skimming 

everything. The persona framework improved a lot because of this. It started as a rough list of 

“types of users” and ended up as twelve profiles, each with its own technical confidence, friction 

tolerance and attempt limit, which gave the results section something consistent to measure 

against. 

Our supervisor’s feedback was also more useful than we expected at first. We were asked to 

cut the problem statement down to one paragraph, rewrite the scope in proper academic prose, 

and stop suggesting we were measuring real user engagement or fatigue. That last point stung 

a little, because a lot of our early writing leaned on it. But it was right. We were testing simulated 

users, and once we accepted that, the whole report became more honest and easier to defend. 
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Challenges 

Time was our biggest problem. We planned twenty authentication scenarios and ended up 

running twelve. Cutting them felt like a setback at the time, but trying to do all twenty would have 

left the analysis and discussion rushed. Testing with real people was never realistic once we 

looked at the ethics process and our timeline, which is why we went with synthetic users. That 

choice let us run repeatable tests, but it also put a ceiling on what we could say about real 

behaviour. 

The technical setup also threw up problems we didn’t see coming. The shared clipboard in our 

hypervisor stopped working, so long configuration commands and environment variables had to 

be typed out by hand, which was slow and easy to get wrong. Keycloak also started showing 

profile-completion prompts before users could set up OTP, and it took a while to work out that 

this was a user-profile setting rather than a problem with our design. On top of that, usage limits 

on the AI agents capped how many runs we could do per persona. 

The hardest lesson came near the end, when we put everyone’s sections together. Things that 

made sense within one chapter didn’t always match another. The policies, risk indicators, 

scoring thresholds and even figure numbers were described slightly differently depending on 

who wrote them, and some of our percentages didn’t add up against each other. Nobody had 

done anything careless; we’d just been working in parallel without one agreed version of the 

system to check against. Fixing it at the end took far longer than agreeing on it at the start would 

have. 

What we learned 

On the technical side, we came away with hands-on experience of identity and access 

management, conditional flows, TOTP, brute-force protection and risk-based decisions. The 

bigger takeaway, though, was seeing the security–usability trade-off in our own numbers. Each 

extra factor made logins harder to compromise in our tests, but it also made them take longer, 

and every simulated abandonment happened under the stricter policies. Reading about that 

trade-off in the literature is one thing; watching login times go from about 19 seconds to over 56 

made it much more concrete. 

We also got better at being honest about our evidence. Our early drafts talked about results as if 

they applied to real users. Through revisions, we learned to separate what the system 
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measurably did from what we had assumed about the personas, and to say plainly which 

attacks we hadn’t tested. We used to see the limitations section as a weakness; now we think 

it’s part of what makes the rest of the report believable. 

As a team, the main thing we learned is how much a shared reference document matters. One 

page agreed early on, with the risk formula, the policies, the persona list, which persona maps 

to which scenario, and how figures are numbered, would have saved us days of fixing 

inconsistencies later. We also learned that reading the whole report together regularly matters 

just as much as each person finishing their own part. 

What we would do differently 

If we did this again, we’d be more realistic about scope from the start and leave extra time for 

setup, because something always breaks. We’d write that shared reference document in the first 

couple of weeks and make everyone work from it. We’d also merge and read the full draft every 

few weeks instead of mostly at the end. And we’d start the ethics application much earlier, so 

that even a small usability study with real participants would be possible. That one change 

would have strengthened the human-factors side of the project more than anything else. 

Conclusion 

This capstone took us through the whole research process: finding a problem, reading around it, 

building something, testing it and being upfront about where it falls short. We finished with a 

working risk-adaptive MFA prototype and a framework that someone else could pick up and 

extend. We also came away with a much better sense of how people shape authentication 

security, and of how hard and how worthwhile it is to get seven people to produce one 

consistent piece of work. 
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Table 2.1 compares 20 studies on MFA usability, security and Keycloak, all published 

2022-2026, using the eight columns required by the INFO3016 guidelines. 

Author(s) & Year Problem Objective Method Tools / 
Technology 

Findings Gap Improvement (our 
project) 

Amft et al. (2023) MFA 

recovery can 

lock 

legitimate 

users out or 

give 

attackers a 

way around 

MFA. 

Evaluate the 

security and 

usability of 

MFA 

account 

recovery. 

Review of 

recovery 

documenta

tion on 

1,303 

websites 

plus 

hands-on 

recovery 

tests on 71 

websites. 

2FA 

Directory, 

Tranco 

rankings, 

test 

accounts, 

screen 

recordings. 

Only 37 of 71 

accounts 

(52%) were 

recovered, 30 

were red, and 

30 were lost. 

24.6% of sites 

documented no 

recovery, and 

the 

documentation 

matched the 

real experience 

on only 9 of 71. 

Tested by 

researchers 

rather than 

typical users. 

Websites 

only, with no 

IAM platform. 

We include lockout 

and lost-device 

scenarios in 

Keycloak and 

measure how often 

users recover. 

Chatterjee & Prinz 
(2022) 

Microservice 

APIs in an 

e-health app 

can be 

called by 

unauthorised 

users. 

Secure the 

APIs with 

Spring 

Security and 

Keycloak, 

including 

Keycloak 

two-factor 

login. 

Case study 

with 

security 

and unit 

testing (22 

test cases 

across 16 

attack 

scenarios). 

Spring Boot, 

Spring 

Security, 

Keycloak 

(OAuth2/OI

DC, TOTP 

via Google 

Authenticato

r), Mockito. 

All simulated 

attacks were 

blocked. 

Password + 

OTP 

responses 

were received 

in 0.1–1 s, and 

the system 

handled about 

300 concurrent 

users. 

Measures 

server 

speed, not 

human login 

time. No 

users tested, 

and MFA is 

the same for 

everyone. 

We measure login 

time and errors 

from human-like 

agents and apply 

OTP only when the 

risk is higher. 

Gamayanto et al. (2025) Microservice 

apps need 

verified 

access 

control. 

Assess 

Keycloak 

role-based 

access 

control 

against a 

security 

standard. 

Security 

testing 

against 

OWASP 

ASVS 

Level 2. 

Keycloak 

RBAC, 

Postman, 

OWASP 

ZAP. 

No critical 

vulnerabilities 

were found. 

Access 

control o—no 

MFA or 

usability 

evaluation. 

We add MFA and 

usability metrics on 

top of Keycloak's 

role-based rules. 
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Ghorbani Lyastani et al. 
(2023) 

Inconsistent 

2FA setup 

and login 

steps across 

websites 

add 

cognitive 

friction and 

reduce 

adoption. 

Compare 

how 

consistent 

2FA 

discovery, 

setup, use 

and 

deactivation 

are across 

websites. 

Systematic 

study of 85 

top-ranked 

websites. 

Screen-reco

rded 

walkthrough

s, 

grounded-th

eory coding, 

clustering; 

SMS, TOTP, 

push and 

WebAuthn. 

Websites 

differed in 6–7 

of 14 factors on 

average. Only 

31 offered 

device 

remembrance 

and only 6 

made 2FA 

mandatory. 

No user 

testing, and 

the risk 

context was 

fixed. 

We design one 

consistent Keycloak 

flow that only 

changes its 

requirements when 

the risk changes. 

Gilsenan et al. (2023) Backups in 

TOTP 

authenticator 

apps may 

expose 

users' secret 

keys. 

Assess the 

security and 

privacy of 

TOTP app 

backup and 

recovery. 

Empirical 

analysis of 

22 popular 

Android 

TOTP apps 

(over 180 

million 

installs). 

Network 

traffic 

analysis 

(mitmproxy, 

Frida), app 

decompilatio

n (JADX). 

2 apps sent 

plaintext TOTP 

secrets to their 

developers, 4 

relied only on 

SMS for 

recovery, and 

most encrypted 

backups had 

serious flaws. 

Examines 

the apps 

only, not user 

behaviour or 

the server 

side. 

We include TOTP 

secret handling in 

our threat model 

and test OTP errors 

from the user's side. 

Hastings et al. (2025) Push MFA is 

vulnerable to 

fatigue 

attacks; 

number-mat

ching was 

introduced to 

mitigate 

them. 

Measured 

the impact of 

how number 

matching 

affected 

sign-in 

outcomes. 

Analysis of 

university 

sign-in logs 

before and 

after the 

change. 

Institutional 

mobile MFA 

logs (push 

vs number 

matching). 

Mobile MFA 

failures rose 

from 10.2% to 

17.9%. 

Log data 

only, with no 

psychologica

l data. User 

roles were 

unknown. 

We link each failure 

to a simulated user 

profile and a 

behaviour cause. 

Hossain & Raza (2025) Online 

banking 

accounts 

face 

unauthorised 

access. 

Evaluate 

how effective 

MFA is for 

online 

banking. 

User 

perception 

study 

(confirm 

the method 

and 

sample in 

the full 

paper)†. 

OTP, 

biometrics, 

security 

tokens. 

OTP had the 

highest attack 

success rate 

(15%) and 

biometrics the 

lowest (5%). 

Banking only. 

No IAM 

platform or 

adaptive 

authenticatio

n. 

We test OTP inside 

Keycloak with 

risk-based rules. 
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Jubur et al. (2025) Push 2FA is 

vulnerable to 

fatigue and 

concurrency 

attacks, in 

which users 

approve a 

fraudulent 

prompt. 

Evaluate the 

usability and 

security of 

the 

compare-an

d-confirm 

push 2FA. 

Lab study 

with 65 

participants 

(24 login 

trials each, 

half of 

which were 

simulated 

attacks). 

Custom web 

app, 

Firebase 

Cloud 

Messaging, 

Android 

phones, 

mixed-effect

s models. 

Genuine logins 

were approved 

97.12% of the 

time, but about 

49.6% of attack 

prompts were 

still approved. 

Mean response 

time was 8.08 

s. 

Young, 

tech-savvy 

sample in a 

lab, with 

simulated 

attacks. 

We use TOTP 

rather than push 

and simulate fatigue 

through agent 

behaviour via 

Keycloak lockouts. 

Kepkowski et al. (2023) Passwordles

s FIDO2 is 

hard to 

integrate into 

real 

enterprise 

IAM 

environment

s. 

Identify the 

enterprise 

use cases 

that make 

FIDO2 

difficult to 

implement. 

Usability 

survey of 

118 IT 

profession

als. 

FIDO2 

passwordles

s 

authenticati

on. 

Over 60% 

named account 

recovery as a 

challenge. 

Remote 

workforces and 

legacy systems 

were also 

problems. 

Professional

s' opinions 

only, with no 

implementati

on or testing. 

We implement and 

test MFA inside an 

IAM platform 

(Keycloak). 

Kruzikova et al. (2024) Little is 

known about 

how the time 

required for 

2FA affects 

users' views 

of it. 

Test how 

actual and 

perceived 

login time 

affects 

satisfaction 

and 

perceived 

security. 

User study 

with 337 

smartphon

e users 

aged 

26–81 

(path 

analysis). 

NFC token, 

payment 

card with 

card reader, 

smartphone 

e-banking. 

Login time 

depended on 

age, gender 

and 

experience. 

Users who 

were satisfied 

with the time 

also rated the 

method as 

more secure 

and more 

satisfying. 

Only two 

token 

methods in a 

banking 

context. No 

TOTP or 

adaptive 

MFA. 

We measure 

completion time for 

each risk profile, 

including slower 

agent behaviour. 

Lassak et al. (2024) Companies 

have been 

slow to 

deploy 

FIDO2 

passwordles

s login. 

Identify the 

obstacles 

companies 

face in 

deploying 

FIDO2. 

28 

semi-struct

ured 

interviews 

(32 people) 

plus a 

card-sortin

g task. 

FIDO2, 

WebAuthn, 

passkeys, 

Windows 

Hello, 

YubiKeys, 

Azure AD. 

The main 

barriers were 

account 

recovery, 

friction, 

technical 

issues, 

regulation and 

security 

Small 

qualitative 

sample, 

mostly from 

Germany 

and the US. 

We provide 

measured evidence 

of friction from a 

controlled Keycloak 

simulation. 
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culture. One 

deployment 

reached only 

65% uptake 

after a year. 

Marky et al. (2022) Banking 2FA 

may be hard 

for 

inexperience

d users. 

Understand 

users' 

experiences 

with banking 

2FA. 

Semi-struct

ured 

interviews 

(42 

participants

). 

Online-banki

ng 2FA 

apps. 

2FA felt 

tedious, and 

some users put 

both apps on 

the same 

device. 

Qualitative 

only, with no 

system built 

or tested. 

We turn these 

behaviours into 

measurable 

simulated actions. 

Mihai et al. (2024) Password-o

nly login isn't 

enough for 

university 

services. 

Deploy a 

high-availabi

lity Keycloak 

SSO with 

MFA for 

students and 

staff. 

Implement

ation case 

study. 

Keycloak 

SSO cluster, 

MFA, virtual 

machines. 

A fault-tolerant 

MFA 

deployment 

that aims for a 

good user 

experience. 

Little or no 

measured 

user 

experience 

(confirm in 

the full 

paper). 

We measure 

usability outcomes: 

success rate, time 

and retries. 

Nurhadi et al. (2026) Separate 

logins 

across 

university 

systems 

cause 

repeated 

sign-ins and 

inconsistent 

security. 

Design and 

evaluate a 

Keycloak-ba

sed SSO 

architecture. 

Quantitativ

e 

experiment 

in a 

university 

environme

nt with 100 

user 

accounts. 

Keycloak, 

OAuth 2.0, 

OpenID 

Connect, 

JWT. 

Average login 

time fell by 

62%, 

throughput 

rose by 85%, 

the 

authentication 

success rate 

was 100%, and 

task 

completion 

time fell by 

51%. 

SSO only. 

MFA and 

human error 

were not 

evaluated. 

We add risk-based 

MFA and error 

scenarios on top of 

Keycloak. 

Quispe Salazar & 
Vereau Jacobo (2025) 

Organisation

s must 

choose 

between 

open-source 

and 

commercial 

IAM. 

Compare 

Keycloak 

with Okta 

and Auth0. 

PRISMA 

systematic 

review (40 

studies). 

Keycloak, 

Okta, Auth0. 

Compares the 

three on 

security, 

performance, 

usability, cost 

and scalability. 

Review only, 

with no 

experiment. 

We provide 

first-hand 

experimental data 

on Keycloak MFA. 
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Sawant & Pradeepa 
(2026) 

MFA friction 

may reduce 

users' trust 

and 

engagement

. 

Analyse how 

MFA 

methods 

affect trust 

among 

smartphone 

users. 

Quantitativ

e survey (N 

= 221) with 

ANOVA 

and 

correlation. 

Google 

Forms, 

5-point 

Likert scale. 

70% favoured 

biometrics, 

75% had quit 

an app over a 

complicated 

login, and 54% 

were frustrated 

by using 

separate 

devices. 

Self-reported

, non-random 

regional 

sample. No 

technical 

testing. 

We test these 

friction points 

technically in 

Keycloak. 

Son, W., Kwon, S., 
Hwang, 

M.-N., & Lee, J.-H. 
(2025) 

Static MFA 

adds friction 

to every 

login. 

Build an AI 

risk-adaptive 

MFA 

framework in 

Keycloak. 

Framework 

design and 

model 

evaluation. 

Keycloak, 

logistic 

regression 

(login time, 

IP, user 

agent). 

Real-time risk 

scoring with 

97% accuracy. 

No human 

experience, 

errors or 

fatigue 

measured. 

We measure the 

usability and 

human-error 

outcomes of 

adaptive MFA. 

Tran-Truong et al. 
(2025) 

MFA in 

digital 

payments 

varies in 

quality and 

in how well it 

follows 

standards. 

Review the 

MFA in 

payment 

systems 

against NIST 

standards. 

Systematic 

review of 

70 papers 

(2017–202

4). 

NIST SP 

800-63 

framework. 

Research 

favours 

biometrics, 

while industry 

still relies 

heavily on OTP 

(confirm the 

33% figure). 

Payments 

only, with no 

experiment. 

We improve 

OTP-based MFA 

with context-aware 

rules. 

Wiefling et al. (2023) Few 

validated 

real-world 

resources 

exist on 

risk-based 

authenticatio

n (RBA). 

Evaluate 

and optimise 

RBA on a 

large 

real-world 

online 

service. 

Long-term 

study of 

3.3 million 

users and 

31.3 million 

logins over 

more than 

a year. 

RBA, 

machine-lea

rning 

parameter 

tuning, IP 

address, 

round-trip 

time. 

Users benefit 

from RBA after 

only a few 

logins, and 

legitimate 

users are 

rarely asked to 

re-authenticate

. 

A single 

service, not 

an IAM 

platform like 

Keycloak. No 

direct 

user-experie

nce 

measures. 

We implement 

risk-based rules in 

Keycloak and 

measure usability. 
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Würsching et al. (2023) It is unclear 

whether 

smartphone 

users accept 

FIDO2 

passwordles

s login. 

Compare 

platform 

(Touch ID) 

and roaming 

(security 

key) FIDO2 

authenticatio

n. 

Lab study 

with 87 

participants

. 

iPhone SE, 

Touch ID, 

YubiKey 5C 

NFC, 

WebAuthn. 

Median SUS 

was 95 for the 

platform and 

90 for roaming. 

81% of the 

roaming group 

worried about 

losing the key. 

Young 

sample, iOS 

only, and 

participants 

were briefed 

in advance. 

Our simulation 

includes scenarios 

where the user's 

device is lost or 

unavailable. 

Picard, C., & Pierre, S. 
(2023) 

Static 

authenticatio

n policies 

can apply 

the same 

level of 

security to 

every login, 

which may 

create 

unnecessary 

friction and 

may not 

respond well 

to changes 

in user 

behaviour or 

context. 

Develop and 

evaluate 

RLAuth, a 

risk-based 

authenticatio

n system 

that uses 

reinforceme

nt learning to 

classify 

authenticatio

n contexts 

and decide 

when explicit 

authenticatio

n is required. 

The study 

used four 

weeks of 

mobile-pho

ne data 

from 42 

users. A 

deep 

reinforcem

ent-learnin

g model 

classified 

authenticati

on contexts 

as normal 

or 

abnormal 

using eight 

contextual 

variables. 

Reinforcem

ent learning, 

mobile 

contextual 

data, 

location, 

time of day, 

network 

connection, 

previous 

authenticato

r use, and 

application 

sensitivity. 

RLAuth 

achieved a 

G-Mean of 

92.62%, 

compared with 

82.29% for a 

support vector 

machine, and 

required about 

4.946 ms per 

authentication 

decision. 

Explicit 

authentication 

was requested 

only when 

abnormal 

behaviour was 

detected. 

The study 

did not 

directly 

measure 

reductions in 

user friction. 

It also had 

limitations in 

familiar 

environment

s, and some 

confidence 

thresholds 

were 

selected 

arbitrarily. 

Our project applies 

a simpler 

three-level risk 

model in Keycloak 

and evaluates 

human-oriented 

outcomes such as 

login time, retries, 

errors, and 

authentication 

friction, using 

synthetic users. 

​
Table 2.1: Comparison of existing MFA and Keycloak studies 
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